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0.1 Nature of the problem

0.1.1 Introduction

This chapter is about searching for the extremal values of an objective f
defined on a domain Ω, possibly a large finite set, and equally important, for
where these values occur. The methods used for this problem can be analyzed
as finite Markov Chains which are either homogeneous or non-homogeneous
or as renewal processes. By an optimal value we mean globally optimal, for
example f∗ is the minimal value and x∗ ∈ Ω a minimizer if

f(x∗) = f∗, and f∗ ≤ f(x), x ∈ Ω.

Although we strive for the optimal value, this enterprise brings forth methods
which rapidly find acceptably good values. Moreover, often knowing whether
a value is the optimum or not cannot be answered with certainty. More
generally, one might establish a goal for the search. It could of course be
finding a global optimizer or it might be finding an x for which f(x) is within
a certain fraction of the optimum or it could be based on other criteria.

In this chapter we discuss stochastic methods to treat this problem. We
assume the objective function f is deterministic and returns the same value
for f(x) every time. Thus this chapter is not about stochastic optimization,
even though methods discussed here can be used with probabilistic objectives.
Nevertheless we assume deterministic function evaluations throughout.

Difficult optimization problems arise all the time in such fields as sci-
ence, engineering, business, industry, mathematics and computer science.
Specialized methods such as gradient descent methods, linear and quadratic
programming and others apply very well to certain well behaved problems.
For a great many problems these specialized methods will not work and more
robust techniques are called for.

By a difficult problem we mean, for example, one for which there is no
natural topology, or for which there are a large number of local optima (multi-
modal), or for which the solution space has high cardinality. The class of
NP-complete problems of Computer Science, such as the Traveling Salesman
Problem are examples of such problems.

One aspect of the search problem is knowing when the optimum value
has been reached, at that point the search may stop. More generally, one
may wish to stop the search under a variety of circumstances such as when
a fixed time has expired, when a sufficiently good value has been found, or
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when the incremental cost of one more iteration becomes too great. This
aspect of the problem is known as the stopping time problem and is beyond
the scope of the present chapter.

Instead, throughout we assume that either the optimal value can be rec-
ognized if discovered or that one will settle for the best value found over
the course of the search. Thus the second aspect of the search problem is
knowing how to conduct the search as well as possible and how to analyze
the search process itself dealing with such questions as how good is the best
value obtained so far, how fast does the method converge, or is the method
sure to find the optimum in finite time.

Some strengths of stochastic search methods are that: they are often
effective, they are robust, they are easy to implement requiring minimal pro-
gramming, and they are simply and effectively parallelized. Some weakness
are that: they are computationally intensive, and they engender probabilistic
convergence assertions.

Heuristics are used extensively in global optimization. Arguments for
introducing heuristics are presented in [75], we quote from their paper:

“The need for good heuristics in both academia and business will continue
increasingly fast. When confronted with real world problems, a re-
searcher in academia experiences at least once the painful disappoint-
ment of seeing his product, a theoretically sound and mathematically
‘respectable’ procedure not used by its ultimate user. This has encour-
aged researchers to develop new improved heuristics and rigorously
evaluate their performance, thus spreading further their usage in prac-
tice, where heuristics have been advocated for a long time.”

In specialized applications a heuristic can embody insight or particular infor-
mation about the problem. Heuristics can often be invoked to modify a given
solution into a better solution, thereby playing the role of an improvement
operator. And on a grand scale, heuristics derived from natural phenomena
have given rise to entire search strategies.

0.1.2 No Free Lunch

There has long been evidence that a truly universal optimization algorithm
is not really possible; you cannot have an algorithm that will perform equally
well on all possible problems. However, there seemed to be little or no at-
tention paid to this in the optimization literature until the seminal work of
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Wolpert and McReady [74]. The idea introduced in this paper is the so-
called “No Free Lunch” idea. Simply put, this idea states that if you are
interested in the average performance of an algorithm, averaged over the set
of all possible objective functions, then any two algorithms have the same av-
erage performance. Thus, there is no way to distinguish between them. NFL
type results point out the clear need to carefully match an algorithm type to
problem type, since there is no universally effective optimization algorithm.

We now discuss the NFL Theorem as presented in [74]. Let X and Y
be finite sets, X will be the domain space and Y the range space. Let
dm = {(xi, yi)}mi=0 be the domain-range pairs seen by the algorithm up until
time m. Then an algorithm is a function a from the set of all such histories
to X \ { x’s in history }. Notice that this means that we assume that the
algorithm does not revisit any previously seen domain points. Let ~c be a
histogram of Y values seen in some history dm. From ~c, one can derive
various measures of the “performance” of the algorithm, for example the
minimum value seen so far. Finally, let P (~c | f,m, a) denotes the conditional
probability that histogram ~c will be seen after m iterations of algorithm a on
the function f .

Theorem 0.1.1 (NFL) For any pair of algorithms a1 and a2,∑
f

P (~c | f,m, a1) =
∑
f

P (~c | f,m, a2).

One way to understand this theorem is to consider optimization against an
adversary which randomly generates the objective function as the algorithm
proceeds (see [14]). Clearly the next objective function value seen by the
algorithm is an independent sequence so the expected histogram generated
by two different histories (algorithms) are equal. Thus, if we restrict ourselves
to algorithms which do not revisit states, all algorithms, on average, perform
as well as systematically stepping through the domain space in some pre-
defined order.

In many instances it is clearly impractical to ensure that an algorithm
only visits new states. Many of the algorithms we discuss in this chapter
allow the possibility of visiting the same state multiple times. In fact, one
of the main issues in the area is the problem of how to deal with long runs
of repeating the same state. How important is the condition of no-retrace to
the conclusion of the NFL Theorem?

3



In this chapter we will use, among other measures, the expected time to
find the optimum value as a measure of the performance of an algorithm.
Using such measures of performance, does the No Free Lunch Theorem hold
for stochastic algorithms? The answer is no, not exactly in the stated form.
As an example, suppose we have two algorithms driven by the following
Markov transition matrices both on the state space {a, b, c},

A =

 0 1 0
0 0 1
1 0 0

 B =

 1/3 1/3 1/3
1/3 1/3 1/3
1/3 1/3 1/3

 .
Then the expected time to reach the goal, averaged over all possible functions,
is 2 for algorithm A and 3 for algorithm B. The first matrix drives the
algorithm cyclicly through the state space while the second matrix generates
a sequence of independent, uniformly random samples from the state space.
Notice that the first algorithm does not repeat states while the second will
with high probability. As a third example, the algorithm driven by the
Markov transition matrix

D =

 0 1/2 1/2
1/2 1/3 1/6
1/2 1/6 1/3


has average expected hitting time of 11/5. Thus, it clearly is possible to do
better than purely random search by using a stochastic algorithm.

For continuous state spaces, there is an interesting related result some-
times called the “indentation argument” [20]. This principle states that
knowledge of only finitely many values of f or its derivatives and the fact
that f has k continuous derivatives on some region Ω ⊂ IRn, is not sufficient
to determine a lower bound on inf f(Ω). The reason for this is that it is
always possible to modify f on an arbitrarily small set, away from where we
have information, in such a way that we decrease inf f(Ω) by an arbitrary
amount. This modification will have no measurable effect on the rest of the
function in the sense that neither the value of the function nor the value of
any of the derivatives of the function will change outside this small region of
change. Thus, again, to get any advantage one needs to make assumptions
on f , in this case global assumptions such as a global bound on a derivative.
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0.1.3 The Permanent Problem

Consider the problem of optimizing the permanent of 0/1 matrices. The
permanent of an n× n matrix M is defined to be

perm(M) =
∑
σ

n∏
i=1

mi,σ(i),

where the sum extends over all permutations σ of the first n integers. The
permanent is similar to the determinant except without the alternating signs.
We will only allow the matrix elements to be 0 or 1. For a given matrix size
n and number d of 1’s, 0 < d < n2, the problem is to find the matrix having
maximum permanent. We refer to this as the n : d permanent problem.

Two advantages of this problem are its simplicity and scalability. The
problem is completely determined by the two interger values, n and d, the
matrix size and its density of 1’s. As n grows the problem becomes harder
in two ways. The number of operations required to calculate a permanent
grows as n!. But in addition, the number of possible permutations, σ, also
grows as n!. Likewise, the calculation difficulty also grows with d. This is a
consequence of the fact that as soon as a zero is encountered in the permanent
calculation, no further terms need be consider, the permanent is immediately
0.

Another advantage of the permanent problem is that there exists a body
of literature describing simulated annealing solutions and with various cool-
ing schedules, see [57]

To illustrate our in-depth methods: simulated annealing, restarted sim-
ulated annealing and evolutionary computation, we apply each to the 14:40
permanent problem. Details of each implementation will be given in the
appropriate section. With n = 14, the number of matrix elements is 196;
this gives the number of possible arrangements of the 1’s, i.e. the size of the
search space for this problem, to be

(
196
40

)
or about 8.3× 1041 (even though a

small proportion of the total, many of these arrangements give the maximum
permanent). As mentioned above, the difficulty in calculating a permanent
grows rapidly with n, and also with d. Selecting the aforementioned values
for n and d, resulted in a permanent calculation sufficiently fast that millions
could be tried in a reasonable amount of time.

The accompanying figure shows the results. The performance varied
greatly; evidently this is an easy problem for an evolutionary computation.
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0.2 A Brief Survey of Some Methods for

Global Optimization

In subsequent sections we give in-depth discussions of simulated annealing,
restart algorithms, and evolutionary computation, in this section we give
brief descriptions of other representative methods.

A great many methods have been proposed for global optimization, these
include grid-like subdivision methods, exhaustion, branch and bound, ran-
dom search, and methods inspired by the natural world. The latter include
simulated annealing and evolutionary computation. The methods given here
by no means cover the field but rather are intended to be a sample of those
available.

When the domain is a subset of Euclidean space, obviously its cardinality
is infinite and there is no possibility of examining every point as would be
possible (however impractical) when Ω is finite. On the other hand, objec-
tives defined on Euclidean space usually have some degree of smoothness, for
example a Lipschitz condition, which works in place of finiteness. An im-
portant illustration of this is in conjunction with searching for local optima;
differentiable objectives can utilize gradients both to greatly improve search
efficiency and to recognize attainment.

6



One classification of search methods is that proposed by [3], as follows:

Deterministic methods

Covering methods

Trajectory, tunneling methods

Probabilistic methods

Methods based on random sampling

Random search methods

Methods based on a stochastic model of the objective

Although this chapter is about stochastic search methods, we include a
discussion of some deterministic methods for comparison.

0.2.1 Covering Methods

An advantage of covering methods is that both aspects of the optimization
problem are solved, finding an optimum and knowing that it is the opti-
mum. In the case of discrete solution spaces, covering includes exhaustion
and branch and bound methods.

Exhaustion entails computing the objective value on each and every
point of the domain, which is often not feasible. The points of Ω are to-
tally ordered in some way, x1, x2, . . . , xN , the objective values are computed,
y1 = f(x1), y2 = f(x2), . . . , yN = f(xN ) and compared,

f∗ = min
i
yi.

We note that the expected number of iterations, E, required to find the
optimum is

E =
N + 1

2

assuming the ordering of the domain is uncorrelated with the objective.
Therefore the average expected hitting time over all possible functions on
Ω is (N + 1)/2. The No Free Lunch conjecture is that this value is best
possible no matter what the search strategy.

A comparable algorithm for Euclidean spaces is the following [62].
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1. Evaluate f at n equispaced points x1,. . ., xn throughout Ω and define
yi = f(xi), i = 1, . . . , n.

2. Estimate f∗ by mn = min{y1, . . . , yn}.

Under the conditions that f satisfies a Lipschitz condition,

|f(x1)− f(x2)| < L‖x1 − x2‖, x1, x2 ∈ Ω,

for some fixed L > 0, then the following can be proved. Given ε > 0, define
the goal to be the region

Gε = {y : |y − f∗| < ε}.

Theorem 0.2.1 For i = 1, . . . , n, let Vi be the sphere ‖x−xi‖ ≤ ri, where

ri =
|f(xi)−mn + ε|

L
.

If
⋃
i Vi covers Ω, then mn = min{y1, . . . , yn} belongs to Gε.

Proof. Let x∗ ∈ Vi, then |x∗ − xi| < ri so

f(xi)− f(x∗) ≤ Lri = f(xi)−mn + ε

and thus
f(x∗) ≥ mn − ε,

so the goal is attained.
Prior to computing f(xi) it is impossible to determine whether

⋃
i Vi will

cover all of Ω. Thus, with the xi fixed, it is necessary to increase ε until this
condition is satisfied. If this increases ε to be larger than the allowable error
tolerance, the only solution is to choose more xi’s and try again.

If it is possible to obtain some additional information, then it may only be
necessary to obtain more samples in parts of the space, rather than uniformly
over all of Ω. This is the motivation behind another type of method in this
general category, the class of subdivision algorithms. Subdivision methods
are usually applied to a region Ω ⊂ Rn. The domain is covered with a
coarse regular pattern, e.g. a grid, and the function values on the nodes are
compared. Promising areas of the space are refined by laying down a finer
grid in these areas. Finding these promising areas usually depends on some
additional knowledge of the function, such as a Lipschitz condition. If the
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function is assumed to be Lipschitz then the values at the corners of a grid
will yield estimates on the possible values inside the grid blocks, and thus
identify the promising areas.

Notice that care must be taken in the estimation of the Lipschitz factor
of the objective function since a poor estimate of this factor will adversely
affect the performance of the algorithm.

0.2.2 Branch and bound

Branch and bound methods are related to the subdivision methods discussed
above. The basic idea is to partition the domain (Branch) into various regions
and obtain estimates (Bounds) on the minimum function value over these
regions. Depending on the quality of the bounds, you can then eliminate
some of the regions from further consideration, thus narrowing the search.
In this section, we describe the general framework of a branch and bound
method, leaving the details to the references [39].

The three primary operations in the branch and bound algorithm are
Bounding, Selection and Refining.

Suppose our problem domain Ω is a subset of a larger set X. For example,
Ω might be all the points in X that satisfy some set of constraints. At each
stage of the algorithm, we have a partition Mk of a subset of X which
contains Ω and for each element of the partition M ∈ Mk, bounds α(M)
and β(M) such that β(M) ≤ inf f(M ∩ Ω) ≤ α(M). These “local” bounds
give us overall bounds, αk = minα(M) and βk = min β(M) which yield the
bounds βk ≤ inf f(Ω) ≤ αk.

To initialize the algorithm, start with the partition which consists solely of
the one set X. To obtain the lower bound β0, we use our bounding operation
to compute a β(X) such that β(X) ≤ inf f(Ω). To do this, we only need an
underestimate of the minimum of f over X and we can choose X to make
this estimate easier. For example, we could chooseX to be a convex polytope
and find some convex φ ≤ f so that β(X) = inf φ(X).

Finding the bound α involves taking an “inner” approximation SX ⊂ Ω
over which we can find the minimum of f . Thus, α0 = inf f(SX). Let x0 be
the point at which this minimum is achieved.

Having initialized the algorithm, the next steps involve updating the par-
titionMk, the bounds αk, βk , the best feasible point seen so far, xk, and the
“inner” approximation SMk

.
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The first step is to remove any M ∈ Mk which are either infeasible
(so that M ∩ Ω = ∅) or which we know cannot possibly contain the global
minimum. This step is very important to the efficiency of the algorithm, since
the more regions we can eliminate early in the algorithm, the better will be
our estimate of the location of the global minimum. Note that deciding if
M ∩ Ω = ∅ could be difficult, depending on the structure of the problem.
However, clearly if β(M) ≥ αk, we know that M does not contain the global
minimum and so can be safely removed.

The next step is the selection step, where we choose which elements of
the partition Mk are subdivided. The choice of selection rule will also be
problem dependent. Examples of natural and simple selection rules are to
select the “oldest” region(s) or the “largest” region(s). Both of these selection
rules have the desirable property that eventually all remaining regions will
be selected for subdivision.

The refining operation depends very much on the choice of sets for the
partition. If the elements of the partition are convex polytops or simplices,
then a natural choice of refinement is to do a simplicial refinement, where
each simplex is subdivided into several smaller simplices. After we refine the
regions which were selected, we again remove any of these new subregions
which are either infeasible or which do not contain the minimum.

Now we must update the bounds α and β and the “inner” approximating
set S. LetMk+1 be the partition consisting of the remaining sets (note that
we know that Ω ⊂

⋃
{M : M ∈ Mk+1}). For each M ∈ Mk+1, we find a

set SM ⊂ Ω ∩M . Furthermore, we use the bounding operation to find a
number β(M) so that β(M) ≤ inf f(M ∩ Ω) if M is known to be feasible or
β(M) ≤ inf f(M) if M is uncertain. In order for our bounds to be useful
and to have a chance of converging, we must choose SM and β(M) in such
a way that if M ′ ∈ Mk with M ⊂ M ′ (or if M is part of a refinement
of M ′) then SM ⊃ M ∩ SM ′ (our “inner” approximation is growing) and
β(M) ≥ β(M ′) (our lower bound is increasing). The bound α(M) is defined
as α(M) = inf f(SM).

The overall bounds αk+1 and βk+1 are defined to be the minimum of
the α(M)’s and β(M)’s, respectively, for M in the current partition, Mk+1.
We update xk+1, the best feasible solution seen so far, as the place where
f(x) = αk+1.

Now if αk+1−βk+1 is smaller than some error tolerance, then the algorithm
has found the minimum to within this tolerance and xk+1 is taken to be the
location of the minimum.
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If the state space, Ω, is finite then branch and bound is like exhaustion
except that the search proceeds in such a way that, with the points of the
domain organized in a tree graph, if the function value at some node of the
graph is sufficiently worse than the running best, then the rest of the branch
below that point need not be searched. Clearly the difficulty is setting up
the algorithm in such a way as to obtain the estimates of α and β over a
region in Ω.

0.2.3 Iterative Improvement

An iterative improvement, or greedy, algorithm is one in which the successive
approximations are monotonically decreasing. It is a deterministic process,
if run twice starting from the same initial point, the same sequence of steps
will occur. Given the current state, greedy algorithms function by taking the
best point in the neighborhood of the current state, including the current
state. The neighborhood of a state is defined to be the set of all the states
that could potentially be reached in one step of the algorithm starting from
the current state. If the state space is thought of as a graph, the neighbors of
a state σ are all those states that are connected to σ by an edge. Eventually
the greedy algorithm reaches a local minimum relative to its neighborhood
system and no additional improvement is possible. When this occurs the
algorithm must stop.

By its nature, an iterative improvement algorithm partitions the solution
space into basins. A basin being all those points leading to the same local
minimum. Graph theoretically, an iterative improvement algorithm can be
represented as a forest of rooted trees. Each tree corresponds to a basin,
with the root of the tree the local minimum of the basin.

For problems having a differentiable objective function, the gradient is
generally used to compute the downhill steps required for improvement. In
discrete problems, one has a “candidate neighborhood system,” that is, each
point has a neighborhood of candidates. Candidates are examined until one
is found which most improves the objective value and that one becomes the
next iteration point. Various heuristics are used for assigning a candidate
neighborhood; this is the primary concern in designing a greedy algorithm
for a specific problem. For example, when the domain is a Cartesian space of
some sort, neighbors can be the one-coordinate perturbations of the present
point.

By their very nature, greedy algorithms are good at finding local minima
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of the objective function. In order to find the global minimum, it is necessary
to find the goal basin, that is the basin containing the global minimum.
Clearly once this basin has been located, the algorithm will deterministically
descend the basin to find the global minimum.

Greedy algorithms generally rely on some knowledge of the problem in or-
der to define natural and reasonable candidate neighborhood systems. Since
only downhill steps are taken, it is desirable to have a heuristic which gener-
ates downhill steps with high probability.

0.2.4 Trajectory/tunneling Methods

Trajectory methods depend on the function f being defined on smooth subset
of Rn. Given this setting, the method then constructs a set of finitely many
curves in such a way that it is known that the solutions lie on one or more of
these curves. An example might be to find the critical points of a function,
and these points lie on the curves defined by setting all but one of the partial
derivatives to be zero. Given these curves, we must find a starting point on
an appropriate curve and then trace out the curve. Tracing out the curve
often involves setting up a system of differential equations which define the
curve and numerically solving this set of equations (thus, the curve is the
trajectory of a solution to a differential equation). A physical analogy would
be, thinking of the function f as a surface, to roll a marble over this surface
in order to find the valleys.

Another set of methods closely related to trajectory methods are homo-
topy methods. In this method you choose a related, but easier, function g
to minimize. You compute the minimizers of g. Then you find a homotopy
between the function g and the function f . A homotopy between g and f
is a continuous function H : [0, 1] × Ω → R so that H(0, x) = g(x) while
H(1, x) = f(x); it is like a continuous “path” from g to f . The idea is that
we follow the minimizers of H(t, x) for each t. If we can do this all the way
up to t = 1, then we have found the minimizers of H(1, ·) = f .

Clearly the major task in using a homotopy method is choosing the sim-
pler function g and, most importantly, the homotopy H. It is necessary to be
able to find the minima for H(t, ·) for each t. The algorithm usually proceeds
by finding the minima for g = H(0, ·). Increment t by some fixed, but small
amount. Then H(t, ·) is very close to H(0, ·) so the minima will be very sim-
ilar. Thus, the minima for g are good starting points to use in an algorithm
to find the minima for H(t, ·). Continuing this way, we eventually arrive at
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t = 1 and, hopefully, the solution to the original minimization problem.
Tunneling methods involve finding a local minimum and then “tunneling”

through the surrounding “hill” to find a point in the basin of another local
minimum. For simplicity we describe the algorithm for a one-dimensional
problem. Let f be defined on an interval [a, b]. Given the local minimum x1,
next find a new point z1 by minimizing the “tunneling” function

Tα(x) =
f(x)− f(x1)

[(x− x1)2]α
.

This minimization is started with a point to the right of x1. If f(z1) < f(x1),
then z1 belongs to the basin of a local minimum with lower function value
than x1, and thus a new local search can begin to obtain the local minimum
x2. On the other hand, if f(z1) > f(x1), then increase α and either find such
a point or obtain the end point b. In this case, we know that no such local
minimum exists to the right of x1, so try points to the left of x1.

In the multidimensional case, the tunneling function is changed to one of
the form [69]

Tα(x) =
f(x)− f̂∗{∏K

i=1 [(x− xi)T (x− xi)]
αi
}

[(x− xm)T (x− xm)]α0

where the xi are all the local minima with best minimum value f∗ found
during the previous iterations.

0.2.5 Tabu search

Tabu search is a modification of iterative improvement to deal with the prob-
lem of premature fixation in local minima. Allowing an algorithm to take
“uphill” steps helps avoid this entrapment. However, this makes it possible
for the algorithm to loop between several states and waste computational
time. Thus, some mechanism is needed to discourage this. Tabu search im-
plements this by having the neighborhood system dynamically change as the
search progresses. One possibility is for tabu search to maintain a list of
recently visited states and use these as “tabu” states not to revisit. This
results in the actual neighbors of a state being the potential neighbors minus
these tabu points.

Tabu search functions by first generating a neighborhood of the current
state. Then the best non-tabu element of this neighborhood is taken to be
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the next state. In certain situations, it may be desirable to accept a tabu
state, for example if a proposed tabu state is much better than any previously
seen. To allow this possibility, tabu search may includes an aspiration level
condition, by which is meant some criteria to judge whether to allow a tabu
transition.

Another possible refinement of basic tabu search is to incorporate some
type of learning into the generation of the local neighborhood. For example,
a problem-dependent heuristic could favor states that look like recently seen
good states.

Like all search algorithms, tabu search performs better the more problem
specific information is encoded into the procedure. This is especially impor-
tant in determining how to dynamically generate the local neighborhood.

0.2.6 Random Search

The simplest probabilistic method is random search which consists of select-
ing points in Ω uniformly at random for n such points. The function values
are computed and the best such value encountered is reported. Suppose a
goal has been established and the probability of hitting the goal is θ0 under
uniform selection over Ω. Then the probability the goal has not been found
after n trials is (1− θ0)n. Hence the probability of success is

S = 1− (1− θ0)n.

Solving for n

n =
log(1− S)

log(1− θ0)
.

The following table illustrates this equation.

Iterations needed for 90 or 99 % success using random search

Probability of success per iteration, θ0

1/20 1/50 1/100 1/1,000 1/10,000 1/100,000

90% 45 114 230 2,302 23,025 230,258

99% 90 228 459 4,603 46,050 460,515

One interpretation of the table is that in searching for 1 point from among
100,000, to attain 90% chance of success requires about 230,000 iterations or
over two times as many points as in the space, clearly undesirable. Another
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interpretation of the same information is that in searching for 10 points from
among 1,000,000, to attain 90% chance of success one needs about 230,000
iterations, about one fourth of the points, which is much better.

For the permanent problem described above, θ0 ≤ (14!)2/
(

196
40

)
≈ 9.2 ×

10−19. Thus we need about 5× 1020 iterations to be 99% sure that we have
found the goal.

0.2.7 Multistart

Although we study restart methods in-depth in a subsequent section, at
this point we will mention multistart (see [66]) which is a specialized “batch
oriented” restart method. Multistart combines random search and iterated
improvement (greedy algorithms) in a natural way. The method begins by
choosing some number of random points xi uniformly in Ω. From each of
these points a local search is performed, yielding the local minima yi. From
here, we can either terminate the algorithm, taking the best of the local min-
ima along with its corresponding minimizer as the output, or we can choose
to sample some more points and perform further local searches starting from
these new points.

As already mentioned, one aspect of optimal search is deciding when to
stop. For multistart, some simple stopping rules have been derived (see [8])
which are based on a Bayesian estimation of both the total number of local
minima (and, thus, an estimate on the percentage of these already visited)
and the percentage of Ω that has been covered by the basins of these local
minima. These estimates are given by

w(s− 1)

s− w − 2
and

(s− w − 1)(s+ w)

s(s− 1)

as the estimates of the number of local minima and percentage of Ω covered,
respectively. In these formula, w is the number of distinct minima found
and s is the number of local searches performed (the number of xi sampled
randomly).
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0.3 Markov Chain and Renewal Theory Con-

siderations

Generally, optimization methods are iterative and successively approximate
the extremum although the progress is not monotonic. For selecting the next
solution approximation, most search algorithms use the present point or, in
some cases, short histories of points or even populations of points in Ω. As
a result, these algorithms are described by finite Markov chains over Ω or
copies of Ω.

Markov Chain analysis can focus attention on important factors in con-
ducting such a search, such as irreducibility, first passage times, mixing rates
and others, and can provide the tools for making predictions about the search
such as convergence rates and expected run times.

Associated with every Markov Chain is its directed weighted connection
graph whose vertices are the states of the chain and whose edges are the possi-
ble transitions weighted by the associated, positive, transition probabilities.
The graph defines a topology on the state space in terms of neighborhood
systems in that the possible transitions from a given state are to its neigh-
bors. By ordering the states of the chain in some fashion, {x1, x2, . . . , xN},
an equivalent representation is by means of the transition matrix P (t),

P (t) = (pij(t))

in which pij(t) is the probability of a transition from state xi to state xj
on iteration t. If P is constant with t, the chain is homogeneous, otherwise
inhomogeneous. We first consider homogeneous chains.

Retention and Acceleration

Let αt, the state vector, denote the probability distribution of the chain Xt

on iteration t; α0 denotes the starting distribution. If the starting solution is
chosen equally likely, α0 will be the row vector all of whose components are
1/N . The successive states of the algorithm are given by the matrix product

αt = αt−1P

and hence
αt = α0P

t.

Now let a subset of states be designated as goal states, G. It is well-known
that the expected hitting time E to this subset can be calculated as follows.

16



Let P̂ denote the matrix which results from P when the rows and columns
corresponding to the goal are deleted, and let α̂t denoted the vector that
remains after deleting the same components from αt. Then the expected
hitting time is given by

E = α̂0(I − P̂ )−11l

where 1l is the column vector of 1’s.
This equation may be re-written as the Neumann series

E = α̂0(I + P̂ + P̂ 2 + P̂ 3 + . . .)1l,

the terms of which have an important interpretation. The sum α̂t1l is exactly
the probability that the process will still be “retained” in the non-goal states
on the tth epoch. Since α̂0P̂

t = α̂t, the term

chd(t) = α̂0P̂
t1l

calculates this retention probability. We call the probabilities chd(·) of not
yet seeing the goal by the tth epoch the tail probabilities (not to be confused
with measure-theoretic notions of the same name) or the complementary
hitting distribution,

chd(t) = Pr(hitting time > t), t = 0, 1, . . . .

In terms of chd(·),

E =
∞∑
0

chd(t).

If now the sub-chain consisting of the non-goal states is irreducible and
aperiodic, virtually always satisfied by these search algorithms, then by the
Perron-Frobenius theorem,

P̂ t → λtχω as t→∞

where χ is the right and ω the left eigenvectors for the principle eigenvalue
λ of P̂ . The eigenvectors may be normalized so that ω1l = 1 and ωχ = 1.
Therefore asymptotically,

chd(t)→
1

s
λt t→∞

where 1/s = α̂0χ.
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The left eigenvector ω has the following interpretation. Over the course of
many iterations, the part of the process which remains in the non-goal sub-
chain asymptotically tends to the distribution ω. The equation ωP̂ = λω
shows that λ is the probability that on one iteration, the process remains in
the non-goal states.

The right eigenvector χ likewise has an interpretation. Since the limiting
matrix is the outer product χω, χ is the vector of row sums of this limiting
matrix. Now given any distribution vector α̂, its retention under one iteration
is α̂χω1l = α̂χ. Thus χ is the vector of relative retention values. To quickly
pass from non-goal to goal states, α̂ should favor the components of χ which
are smallest. Moreover, the dot product α̂χ is the expected retention under
the distribution α̂ relative to retention, λ, under the limiting distribution.

If it is assumed that the goal can be recognized and the search stopped
when attaining the goal, then we have the following theorem.

Theorem 0.3.1 The convergence rate of a homogeneous Markov Chain
search is geometric, i.e.,

λ−tPr(Xt /∈ G)→
1

s
as t→∞,

provided that the sub-chain of non-goal states is irreducible and aperiodic.

On the other hand, if goal states are not always recognized, then we may
save the best state observed over the course of a run, the best-so-far random
variable, see [63]. We define this to be the random variable over the chain
which is the first to attain the current extreme value,

Bt = Xr, f(Xr) ≤ f(Xk) 1 ≤ k ≤ t, r ≤ k if f(Xr) = f(Xk).

Now if the goal is defined in terms of objective values, then the theorem
takes the following form showing that convergence is almost sure (cf. Hajek’s
Theorem 0.4.1).

Theorem 0.3.2 The convergence rate of the best observation is geometric,

λ−tPr(Bt /∈ G)→
1

s
as t→∞,

provided that the sub-chain of non-goal states is irreducible and aperiodic.
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Making the asymptotic substitutions for chd(·) in the expression for the
expected hitting time, E becomes

E ≈
1

s
(1 + λ+ λ2 + . . .)

=
1

s

1

1− λ

where the infinite series has been summed. We therefore arrive at the result
that two scalar parameters govern the convergence of the process, retention
λ and acceleration s. In most applications λ is just slightly less than 1 and
s is just slightly more than 1.

In cases where repeated runs are possible, retention and acceleration can
be estimated from an empirical graph of the complementary hitting distribu-
tion. Plotting log(chd) vs t gives, asymptotically, a straight line whose slope
is λ and whose intercept is − log s.

It is also possible to estimate retention and acceleration during a sin-
gle run dynamically for the restarted iterative improvement algorithm. We
discuss this further below.

The tail probabilities may also be used to calculate the median hitting
time M . Since M is the time t such that it is just as likely to take more than
t iterations as less than t, we solve for M such that chd(M) = .5. Under the
asymptotic approximation for chd(·), this becomes

1

s
λM−1 = chd(M) = .5

from which

M = 1 +
log(s/2)

log(λ)
.

0.3.1 IIP parallel search

A major virtue of Monte Carlo methods is the ease of implementation and
efficacy of parallel processing. The simplest and most universally applicable
technique is parallelization by identical, independent processes, (IIP) parallel.
When used for global optimization, this technique is also highly effective.
(IIP) parallel is closely related to a parallelization technique for multistart in
[9]. What we are calling (IIP) parallelization is referred to as simultaneous
independent search (SIS) in [4].
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One measure of the power of (IIP) parallel is seen in its likelihood of find-
ing the goal. Suppose that a given method has q probability of success. Then
running m instances of the algorithm increases the probability of success as
given by

1− (1− q)m.

This function is shown in figure 0.1. For example, if the probability of find-
ing a suitable objective value is only q = 0.001, then running it 400 times
increases the likelihood of success to over 20%, and if 2,000 runs are done,
the chances exceed 80%.
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Figure 0.1: Probability of Success vs Number of Parallel Runs

For the purposes of this figure, the runs need not be conducted in parallel.
But when they are, another benefit ensues – the possibility of superlinear
speedup. By independence, the joint expected hitting time E(m), meaning
the expected hitting time of the first to hit, of the parallel processes is given
by

E(m) = α̂0(I − P̂m)−11l
= α̂0(I + P̂m + (P̂m)2 + (P̂m)3 + . . .)1l.

≈
1

sm
1

1− λm
.
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If we define speedup SU(m) to be relative to the single-processor running
time, we find

SU(m) =
E(1)

E(m)

≈ sm−1 1− λm

1− λ
≈ sm−1m

where the last member follows for λ near 1.
For s and λ near one, the speed up curve will show the usual drop off

with increasing m. But if s is on the order of 1.01 or bigger, then speedup
will be superlinear for up to several processors. See figure 0.2.
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Figure 0.2: Speed up vs number of processors

These results show that IIP parallel is an effective technique when s > 1
accelerating convergence superlinearly. See reference [67].

The convergence rate for (IIP) is worked out for simulated annealing in
[4]. Suppose for a given problem, N iterations in total are available and
assume m parallel processes will each conduct n iterations, mn < N . The
m processes are assumed to use the same search algorithm but otherwise are
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independent. Let YN denote the best overall ending configuration among the
parallel runs, Bi,n, 1 ≤ i ≤ m, i.e.

YN = B1,n ∧B2,n ∧ . . . ∧Bm,n.

Then YN satisfies

Pr(YN /∈ G) ≤
(
mK

N

)αm
for some K > 0 and α > 0.

A modification of (IIP) parallel, termed periodically interacting simulta-
neous search, is also treated in [4]. The method as defined there is cast in
terms of simulated annealing but can be adapted to any search algorithm.
Here, m processors independently undergo s− 1 iterations resulting in con-
figurations Xs−1,1, . . ., Xs−1,m. The next state for the kth processor, Xs,k

will be the best of the first k of these, i.e.

Xs,k = Xs−1,1 ∧ . . . ∧Xs−1,k, 1 ≤ k ≤ m.

0.3.2 Restarted Improvement Algorithms

We envision a process combining a deterministic downhill operator g, acting
on points of the solution space, and a uniform random selection operator U .
The process starts with an invocation of U resulting in a randomly selected
starting point. This is followed by repeated invocations of g until a local
minimum is reached. Then the process is restarted with another invocation
of U and so on.

As above, this process enforces a topology on the domain which is a forest
of trees. The domain is partitioned into basins Bi, i = 0, 1, . . . as determined
by the equivalence relation x ≡ y if and only if gk(x) = gj(y) for some k, j.
The settling point or local minimum b of basin B is limk→∞ g

k(x) where x is
any point of B. By the depth of a tree we mean its maximum path length.

The transition matrix for such a process assumes the following form

P =


B0 0 . . . 0
Q B1 . . . Q
...

...
. . .

...
Q Q . . . Bn

 ,
where, to conserve notation, we also use Bi to denote the matrix correspond-
ing to basin Bi. We index the points starting with the goal basin. Within
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a basin we index points with increasing path length from the basin bottom.
Then each sub-matrix Bi has the form

Bi =


p p p . . . p

1 0 0 . . . 0
0 1 0 . . . 0
...

...
...

. . .
...

0 0 . . . 1 0

 ,

where p = 1/N corresponds to uniform restarting. The 1’s in this matrix
are in the lower triangle but not necessarily on the sub-diagonal. The blocks
designated by Q are generic for the form

Q =


p p . . . p
0 0 . . . 0
...

...
. . .

...
0 0 . . . 0

 .

Let E denote the expected hitting time to the basin B0 containing a
minimizer, the goal basin. Let Ti be the expected time to reach the settling
point of basin Bi. Let |Bi| denote the number of points in basin Bi and θi
the ratio |Bi|/N where N =

∑
|Bi|, i.e. θi is the probability of landing in

basin Bi on a restart. Then by decomposition of events

E = θ0 + (1 + T1 + E)θ1 + . . .+ (1 + Tn + E)θn (0.1)

or

E =
1

θ0

(
1 +

n∑
i=1

Tiθi

)
. (0.2)

As above E is also asymptotically given by

E =
1

s

1

1− λ
.

Because of the special structure of P in this case, both retention and accel-
eration can be calculated directly.

Solving for λ and s, the Fundamental Polynomial

In the forest of trees model, it is clear that all states which are a given
number of steps from a settling point are equivalent as far as the algorithm
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is concerned. Let rj(i) be the number of vertices j steps from the local
minimizer of basin i and let rj =

∑n
i=1 rj(i) denote the total number of

vertices which are j steps from a local minimizer. In particular, r0 = n is the
number of local minimizers.

Therefore the given forest of trees model in which each vertex counts 1
is equivalent to a single, linear tree in which each vertex counts equal to the
number of vertices in the original forest which are at that distance from a
settling point. Under the equivalency, the P̂ matrix becomes

P̂ =



p0 p1 p2 . . . pn−1 pn
1 0 0 . . . 0 0
0 1 0 . . . 0 0
0 0 1 . . . 0 0
...

...
...

. . .
...

...
0 0 0 . . . 1 0


. (0.3)

In this, pi = ri/N where, as above, N is the cardinality of the domain. It is
easy to calculate the characteristic polynomial of this matrix directly; expand
det(P̂ − λI) by minors along the first row,

−λn+1 + p0λ
n + p1λ

n−1 + . . .+ pn−1λ+ pn.

Upon setting η = 1/λ we get a polynomial we will refer to as the fundamental
polynomial

f(η) = p0η + p1η
2 + . . .+ pn−1η

n + pnη
n+1 − 1. (0.4)

Notice that the degree of the fundamental polynomial is equal to the depth
of the deepest basin.

As above, letting θ0 be the probability of landing in the goal basin, then

θ0 + p0 + p1 + . . .+ pn = 1.

From this we see that f(1) = −θ0 and
The derivative f ′(η) is easily seen to be positive for η ≥ 0 and hence the

fundamental polynomial will have a unique greater than 1 root. Denote it
by η; it is the reciprocal of the Perron-Frobenius eigenvalue λ.

To calculate the acceleration s, we first find the left and right eigenvectors.
The right Perron-Frobenius eigenvector, χ, of P̂ is easily calculated. From
(0.3) we get the recursion equations

χk = λχk+1 k = 0, . . . , n− 1.
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And so each is given in terms of χ0,

χk = ηkχ0, k = 1, . . . , n.

Similarly, we get recursion equations for the components of ω in terms of ω0,

ωk = ω0(ηpk + η2pk+1 + . . .+ ηn+1−kpn).

Recalling the normalizing conditions
∑
ωi = 1, it follows that

ω0 =
η − 1

ηθ0
.

And under the normalization,
∑
ωiχi = 1, it follows that

χ0 =
1

ω0ηf ′(η)
=

θ0

(η − 1)f ′(η)
.

But s = 1/(χ·α̂0) where α̂0 is the non-goal partition vector of the starting
distribution,

α̂0 = ( p0 p1 . . . pn ) .

Substituting from above, we get

s =
η(η − 1)f ′(η)

θ0
.

Run time estimation of retention, acceleration and hitting time

Returning to the fundamental polynomial, we notice that its coefficients are
the various probabilities for restarting a given distance from a local minimum.
Thus the linear coefficient is the probability of restarting on a local minimum,
the quadratic coefficient is the probability of restarting one iteration from a
local minimum and so on.

As a result, it is possible to estimate the fundamental polynomial during
a run by keeping track of the number of iterations spent in the downhill
processes. Using the estimate of the fundamental polynomial, estimates of
retention and acceleration and hence also expected hitting time can be af-
fected. As a run proceeds, the coefficient estimates converge to their right
values and so does the estimate of E.
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0.3.3 Renewal Techniques in Restarting

One can restart in a more general way using other criteria. For example, one
could restart if the vector process Vn = (Xn, · · · Xn+r) of r + 1 states with
values in Ωr+1 = Ω× Ω× · · · ×Ω lies in a subset D of Ωr+1 .

We assume that the goal set G is a non-empty subset of the finite set Ω.
Fix r ≥ 1, let D be a subset of Ωr+1 and define for subsets A of Ω the sets

DA = {(x1, x2, . . . , xr+1) ∈ D : x1 ∈ A} .

Denote by E the (non-empty) set of x in Ω\G which for some fixed t > 0
satisfies

P [Vn ∈ D | Xn = x] ≥ t

for all n, and let U = G ∪ E. Introduce the following two conditions, where
TE = min{n : Xn ∈ E} .

(A1) 1 > P [TE < TG] > 0.

(A2) There is a finite K ≥ 1 and a number φ ∈ (0, 1) such that uniformly
for x ∈ Ω\G, and all n,

P [TU > m+ n | Xn = x] ≤ Kφm,

where the probability on the left hand side is that the first epoch after
n at which the X process lies in U is greater than m+ n.

Restarting when a sequence of states lies in a subset D of Ωr+1 defines a
new process on the original search process and under the conditions (A) the
tail probabilities for the r-process Vn satisfy a renewal equation which yields
their geometric convergence to zero.

If the goal is encountered then the next r are taken as identical (and our
interest in the process is terminated) and otherwise the first hitting time τU
is defined by

τU = min{n ≥ 1 : Vn ∈ DU}.

Writing
un = P [τG > n],

one has upon decomposition of the event {τG > n} as

{τG > n} = {τU > n} ∪ ({τG > n} ∩ {τU = 1})
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∪ · · · ∪ ({τG > n} ∩ {τU = n})

that

un = bn +
n∑
j=1

P [{τG > n} ∩ {τU = j}] = bn +
n∑
j=1

un−jfj ,

where fn = P [τG > n, τU = n] and bn = P [τU > n]. Therefore, the tail
probabilities un for the r-process hitting times satisfy a renewal equation.

Theorem 0.3.3 Under the conditions (A1) and (A2), E[τU ] <∞,

E[τG] =
E[τU ]

1− P [τE < τG]
<∞,

and there is a γ ∈ (0, 1) and a finite constant c such that γ−nun → c as
n→∞.

Define Ψb(z) =
∑
n≥0 bnz

n.

Corollary 0.3.4 If (A1), and (A2) hold, if fn is not periodic and there
is a real solution θ > 1 to Ψf(θ) = 1 satisfying Ψb(θ) < ∞ then there is a
ρ ∈ (0, 1) and a finite positive constant c such that ρ−nun → c as n→∞.

By restarting, the expected time to goal of a search process can be trans-
formed from infinite to finite. Multistart, (see [66]) where under no restarting
the hitting time is infinite with positive probability, is an obvious example
which has already been discussed. Under simple conditions like restarting ac-
cording to a distribution which places positive mass on each state, multistart
trivially satisfies the conditions (A1) and (A2) with t = 1. Furthermore the
conditions of Corollary 0.3.4 hold and it provides an interesting formula for
the Perron-Frobenius eigenvalue as the reciprocal of the root of a low degree
polynomial (see [40]).

0.4 Simulated Annealing

0.4.1 Introduction

Simulated annealing (SA) is a stochastic method for function optimization
that attempts to mimic the process of thermal annealing of solids. From
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an initial condition, a chain of states in Ω are generated that, hopefully,
converge to the global minimum of the objective function f , referred to here
as the energy E. This sequence of states dances around the state space with
the amount of movement controlled by a “temperature” parameter T . The
temperature of the system is lowered until the process is crystallized into the
global minimum.

Simulated Annealing has its roots in the algorithm announced by [51].
This algorithm used a Monte Carlo method to simulate the evolution of a
solid to thermal annealing for a fixed temperature. The current state of the
solid (as represented by the state of some particle) was randomly perturbed
by some small amount. If this perturbation resulted in a decrease in the
(thermal) energy, then the new state was accepted. If the energy increased,
then the new state was accepted with probability equal to exp(−∆E/kT )
where ∆E is the energy difference, k is Boltzmann’s constant and T is the
temperature. Following this rule for evolution (called the Metropolis accep-
tance rule), the probability density for the random variable of state of the
system Xt, converges to the Boltzmann distribution

P (Xt = E) ≈
1

Z
e
−E
kT (0.5)

where Z(T ) is a normalizing constant (called the partition function).
The basic Simulated Annealing algorithm can be thought of as a sequence

of runs of versions of the Metropolis algorithm, but with decreasing temper-
ature. As stated above, we use the objective function, the function to be
minimized, as the energy for the system. For each temperature, the system
is allowed to equilibrate before reducing the temperature. In this way, a
sequence of states is obtained which is distributed according to the various
Boltzmann distributions for the decreasing temperatures. However, as the
temperature approaches zero, the Boltzmann distribution converges to a dis-
tribution which is completely supported on the set of global minima of the
energy function, see [62]). Thus, by careful control of the temperature and by
allowing the system to come to equilibrium at each temperature, the process
finds the global minima of the energy function.

Since the Metropolis acceptance scheme only uses energy differences, an
arbitrary constant can be added to the objective function (the energy func-
tion) and obtain the same results. Thus we can assume that the objective
function is non-negative so can be thought of as an energy. However, in an
implementation this constant obviously does not need to be added.
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The basic (SA) algorithm is described as follows. Let Ω be the state or
configuration space and f be the objective function. For each x ∈ Ω, we have
a set of “neighbors”, N(x), for x, the set of all possible perturbations from x.
Let Q designate the proposal matrix, that is, Q(x, y) is the probability that
y is the result of the perturbation given that the current state is x. Thus,
N(x) = {y : Q(x, y) 6= 0}. We assume that the matrix Q is irreducible so
that it is possible to move from any state in Ω to any other state in Ω.

1. Initialize the state x0 and T0.

2. Choose a x′ ∈ N(xn) according to the proposal scheme given by the
matrix Q.

3. If f(x′) < f(xn), then set xn+1 = x′.

4. If f(x′) ≥ f(xn), then with probability e∆f/(kTn) set xn+1 = x′ else let
xn+1 = xn.

5. Decrease Tn to Tn+1.

6. If not finished, go to step 2.

Theoretical setting: Markov Chains

Generally, Simulated Annealing is analyzed in the context of Markov Chain
theory. Given the state space Ω and energy function f , we denote the ac-
ceptance matrix (that generated by the Metropolis acceptance scheme) by A
where

A(i, j) = max
{

1, e−(f(j)−f(i))/Tk
}

where T is the temperature and k is Boltzmann’s constant. Using the pro-
posal matrix Q along with this acceptance matrix, we get the transition
kernel for the chain to be

q(i, j) = Q(i, j)A(i, j) i 6= j and 1−
∑
j

Q(i, j)A(i, j) i = j.

If the proposal matrix Q is symmetric and irreducible and the temperature
T is fixed, it is easy to show that the invariant distribution for this chain is
the Boltzmann distribution (0.5) for the temperature T . This is the context
of the original algorithm in [51].

The situation for changing (decreasing) temperatures is more difficult.
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Cooling schedules

Clearly the choice of cooling schedule is critical in the performance of a simu-
lated annealing algorithm. The decreasing temperature tends to “force” the
current state towards minima, moving only downhill. However, decreasing
the temperature too quickly could result in the state getting trapped in a lo-
cal (nonglobal) minimum while decreasing the temperature too slowly seems
to waste computational effort. A fundamental result by Hajek (see below)
gives a general guideline for the cooling schedule.

Despite these theoretical results, practitioners often use other cooling
schedules that decay to zero faster than the inverse log cooling schedule from
Hajek’s result. This is done in an attempt to speed up the algorithm.

Cooling schedules can be divided up into fixed schedules, or those that
are preset before a run of the algorithm, and dynamic or adaptive schedules,
or those that are changed during the run of the algorithm.

Common fixed cooling schedules are the inverse log cooling schedule, in-
verse linear where T = 1/(a+ bt) for suitable a, b, geometric where T = art

for some a and 0 ≤ r < 1.
Dynamic cooling schedules are usually derived using considerations from

statistical physics. One such cooling schedule is the minimum entropy pro-
duction schedule from [2]. This schedule slows down the annealing when the
internal relaxation time or where large amounts of “heat” have to be trans-
fered out of the system (i.e. when we need to make sure that the system
doesn’t get stuck in a local minimum or meta-stable state). A disadvan-
tage is the extra work necessary to estimate the parameters necessary for
the dynamic schedule. In any particular problem, what is important is the
trade-off between the extra efficiency of a dynamic schedule versus the extra
work necessary to calculate the dynamic schedule.

The problem of pre-mature convergence

A common problem that plagues stochastic methods for optimization is that
of pre-mature convergence, or “getting stuck.” This is the purpose of de-
creasing the temperature extremely slowly. In computer runs of a Simulated
Annealing algorithm it is common to see long sequences of states where there
is no improvement in the solution. This is often due to the system remaining
in the same state for many iterations. In fact, as the temperature decreases,
it becomes more likely for this to happen and these runs of fixed states tend
to get longer. Thus, several methods have evolved in order to deal with this
problem.
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One clear solution is to try to bypass these runs directly. Since (SA) is
a Markov Chain, the time spent in chain of repeated states is completely
wasted. If one could “by-pass” these states, moving directly to the next,
different state, this effort could be recovered. This is one feature of the
“sophisticated simulating annealing” algorithm proposed by Fox in [23].

Another, simpler, method to deal with this problem is to restart the
process. We take up this idea in the next section.

0.4.2 Simulated annealing applied to the permanent
problem

As an illustration of these basic ideas, we give an example of the algorithm
applied to the 14:40 permanent problem.

In all the experiments reported on below, our neighborhood system was
defined by allowing any 1 appearing in the matrix to swap positions above
or below, left or the right with an adjacent 0. (Of course swapping with a 1
would not yield a different matrix.) In this, we allowed wrapping, that is, a
1 on the bottom row could swap positions with a 0 on the top row; similarly
the first and last columns can swap values. In this way, each solution, or
arrangement of d 1’s, has 4d neighbors.

The “energy” of the annealing, to be minimized, is taken as the negative
of the permanent itself so that minimizing energy, maximizes the permanent.

As for cooling schedules, we tested: geometric, inverse log, and inverse
linear. In all cases we found the “phase change” temperature to be about T =
1. Thus we arranged for all cooling schedules to bracket this value. In order
to make the comparison fair, we further arranged that each run would consist
of the same number of iterations 3 million. This meant that the starting and
ending temperatures varied greatly among the different schedules.

Geometric cooling means
T = abt

with a and b chosen so that T ranged from 19 down to .1. Inverse log cooling
is the theoretically prescribed cooling,

T = a/ ln(1 + t).

With a = 8.705194644, temperature ranged from 12.5 down to .58. Inverse
linear cooling means

T = a/(1 + bt)
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The parameters a and b were chosen so that temperature ranged from 19
down to .4.

Ten runs were made with each schedule. Geometric cooling worked con-
sistently best and we only show those results.
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Simulated Annealing results for the permanent 14:40 problem

0.4.3 Convergence Properties of Simulated Annealing
and Related Algorithms

While one obvious goal in a minimization problem is the rapid identification
of some or all x which minimize f , this goal is often not attainable, and in
that case other criteria, such as the rate of increase of the quality of the best
solution to date, could be applied in judging an algorithm’s performance.
Generally the subject is difficult and relatively young so that comparatively
few rigorous results are available. The methods studied and their properties
are dependent upon the underlying assumptions on f and Ω. Discrete time
algorithms designed for finding minima of smooth functions on subsets of
IRn, of continuous time algorithms for finding minima of arbitrary functions
defined on a finite set, and all of the obvious variations have been studied.
One of the most thoroughly studied techniques is simulated annealing. Let
Xn be a Markov chain whose state space is Ω and whose transitions are
defined by

P [Xn+1 = j | Xn = i] = q(i, j) exp{−(f(j)− f(i))+/Tn}, (0.6)
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where i, j ∈ Ω, n indicates the epoch of time, and Tn ↓ 0 as n → ∞. The
mathematical model of the process is a time-inhomogeneous Markov chain.
There is a voluminous and growing literature on Markov chains. Time-
homogeneous chains are especially well understood (see, for example, [22],
[44]. The chains which arise in (SA) are time inhomogeneous and far less
is known about them. Cruz and Dorea [15] employ results from the theory
of nonhomogeneous Markov chains (see [42]) and are able to reprove some
results of Hajek.

The majority of the theoretical work on (SA) to date has been directed at
the question of convergence of the probabilities P [Xn ∈ G | X0] for interesting
subsets G of Ω. For example, if

G = {x ∈ Ω : f(x) = min
y∈Ω

f(y)}

then under what conditions on the algorithm, which involves a choice of
the transition function q and of the cooling schedule Tn, does one have
limn→∞ P [Xn ∈ G | X0] = 1? The compilation of results below is not
comprehensive. More results and sometimes in somewhat greater generality
are available from the original sources.

• The energy landscape is (Ω, f, q), where Ω is a finite set, f is a func-
tion whose minimum value on Ω is sought, and q is a fixed irreducible
Markov transition kernel defined on Ω×Ω.

• For real numbers a, the level sets are Ω(a) = {i ∈ Ω : f(i) ≤ a}

• The restriction of q to a subset G of Ω is q|A(i, j) = q(i, j) if i and j
are in G and 0 otherwise.

• The boundary of a subsetG of Ω is B(G) = {j ∈ Ω\G : maxi∈G q(i, j) >
0}.

• For real a and under the assumption that q is symmetric, the relation
↔a on Ω×Ω defined by

i↔a j if {sup
n
qn|Ω(a)(i, j) > 0 or i = j}

is an equivalence relation and i and j are said to communicate at level
a.
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• Weak reversibility holds if for any real a, supn q
n
|Ω(a)(i, j) > 0 entails

supn q
n
|Ω(a)(j, i) > 0. This property also entails↔a being an equivalence

relation on Ω× Ω.

• The components C of Ω/ ↔a are called cycles. As a ranges over all
positive numbers the union of the cycles so obtained is what Hajek calls
the collection of cups.

• The depth of a cycle C is

H(C) = max
i∈C

min
j∈B(C)

(f(j)− f(i))+

• f(C) = min
i∈C

f(i).

• D(C) = H(C)/f(C)

• For real t > 0, Dt = max{D(C) : C is a cycle of Ω, f(C) ≥ t+minΩ f}.

• A state i ∈ Ω is a local minimum of f on Ω if no state j with f(j) < f(i)
communicates with i at level f(i).

• Hajek’s depth d(x) of state x is∞ if it is a global minimum. Otherwise
it is the smallest number b such that some state y with f(y) < f(x)
can be reached at height f(x) + b from x (it is a−f(x) for the smallest
a such that for some y with f(y) < f(x), x ↔a y). If x is a local
minimum of f then d(x) = H(C), where x is at the bottom of some
cup C.

• The bottom of a cup C (a cycle) is the set of x ∈ C such that f(x) =
f(C). The depth of such a state is H(C).

To illustrate these ideas, consider the following connection graph shown
along with the energy for each state.
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Then we have the following relationships.

• Ω(1) = {13} = Ω(2)

• Ω(3) = {10, 13}, {11}, {8}

• Ω(5) = {2, 9, 10, 11, 13}, {8}, {12}

• Ω(6) = {2, 9, 10, 11, 13}, {12}, {8}, {5}

etc.

• Ω(9) = Ω

• H({2, 9, 10, 11, 13}) = 7− 1

• f({2, 9, 10, 11, 13}) = 1.

I. Finite Ω Using continuous time arguments Hajek [34] proved the fol-
lowing about the discrete time minimization on the finite set Ω.

Theorem 0.4.1 (Hajek) Assume that (Ω, f, q) is irreducible and satis-
fies weak reversibility. If Tn ↓ 0 then

(i) For any state j that is not a local minimum of f , limn→∞ P [Xn = j] = 0.
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(ii) Suppose that the set of states B is the bottom of a cup C and the states
in B are local minima of depth H(C). Then limn→∞ P [Xn ∈ B] = 0 if and
only if ∑

n≥1

exp{−H(C)/Tn} = +∞.

(iii) Let d∗ denote the maximum of all depths of local, non-global minima. If
G is the set of global minima then

lim
n→∞

P [Xn ∈ G] = 1 (0.7)

if and only if ∑
n≥1

exp{−d∗/Tn} = +∞.

Note: As Hajek points out, if Tn = c/ ln(1 + n) then (0.7) holds if and only
if c ≥ d∗.

In theory one must choose c ≥ d∗ to be assured that the algorithm con-
verges. Hajek gives a matching problem example in which one can show that
d∗ ≤ 1 for his choice of q. In any problem c = max f −min f will work but
this incurs a penalty in the convergence rate as can be seen from the next
theorem of Chiang and Chow [12]. Fox [23] and Morey, et al [55] treat the
problem of choosing c in more general situations.

Around the same time as Hajek’s work, the rate of convergence of (SA)
with logarithmic cooling was established under slightly stronger assumptions.
To state the results, let λ(t) = e−1/T (t) and let d = maxi∈Ω d(i), where, with
h(i, j) = min h such that j can be reached at height f(i) + h from i, d(i) =
min{h(i, j) : f(j) < f(i)} if i is not a global minimum, d(i) = max{h(i, j) : j
is a global minimum} if i is a global minimum. Then d∗ is the maximum
of d(i) over states which are not global minima and the following is true,
assuming, WLOG, that mini∈Ω f(i) = 0.

Theorem 0.4.2 ([12]) Under irreducibility and weak reversibility and if∫∞
0 λd(t)dt =∞ and λ′(t)/λ(t) = o(λd

∗
(t)) as t→∞ then there exist positive

constants βi, independent of the initial distribution, such that

lim
t→∞

P [Xt = i]/λf(i)(t) = βi.

With the logarithmic cooling schedule c/ ln(t) one has λ(t) = t−1/c and for
c ≥ d and c > d∗ the theorem is true, while if c ≥ d∗ then limn→∞ P [Xn ∈
G] = 1.
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It can be seen from this theorem that the rate of convergence of the
probabilities can be quite slow, an observation confirmed in practice, even if
d∗ is available.

Rates of convergence of simulated annealing algorithms have also been
studied from a different perspective using Sobolev inequalities (see [38]).
Holley and Strook treat continuous time irreducible, reversible processes on
a finite state space Ω and the size of the Radon-Nikodym derivative ft of the
distribution of the annealing process X(t) at time t with respect to stationary
(Gibbs) distribution at time t is established. It follows from their work, for
example, that when the cooling schedule is

T (t) =
m

log(1 + t)

for t ≥ 0 the L2 norm of ft − 1, with respect to the Gibbs measure, satisfies

‖ft − 1‖2 ≤
4(1 + 4MmA)

1− (1 + t)−(1/2A+2mM)
= C

where A > 0 is a constant and m and M are geometric quantities: m =
maxx,y∈Ω{H(x, y)− f(x)− f(y)}, H(x, y) is the minimum elevation of paths
connecting x and y, and M = max f − min f . This inequality shows, for
example, that

P [f(X(t) ≥ min f + d]2 ≤ (1 + C)Qt[f ≥ min f + d]

where Qt is the equilibrium measure at temperature T (t). In contrast to
most studies, Holley and Stroock’s analysis applies to the dynamic situation
in which T is changing. For example, Ingrassia [41] investigated the spectral
gaps of the discrete time processes XT (t) on the finite set Ω whose transitions
are given in (0.6) for Tn constant and equal T . He derived bounds, also in
terms of geometric quantities, on the magnitudes of the second largest and
smallest eigenvalues (see also [19]) for irreducible reversible aperiodic chains
and showed, for example, that for the Metropolis algorithm when T is small
the gap is 1− λ2, where λ2 is the second largest eigenvalue of the transition
matrix.

In an effort to speed the progress of (SA) with (inverse) logarithmic cool-
ing, many researchers tried alternative schedules which decrease to 0 more
quickly, such as exponential schedules, even though, as proven by Hajek, the
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convergence (0.7) no longer holds. One such alternative is the triangular cool-
ing schedules of Catoni. In [11], using large deviation estimates, still more
details are provided on properties of the convergence of (SA). These results
imply those of Hajek and, corroborating empirical observation, also indicated
the slow decrease of the probability that f(Xn) exceeds the minimum by t

or more.

Theorem 0.4.3 (Catoni) 1. For any energy landscape (Ω, f, q) there is
a constant K such that for any schedule Tn ↓ 0 and t > 0

sup
i∈Ω

P [f(Xn) ≥ t+ min
Ω

f | X0 = i] ≥ K
1

np(t)′

where p(t) = 1/Dt.

Catoni suggested that since computing time N is finite one should tailor
the cooling schedule to this finite horizon problem. He termed these trian-
gular cooling schedules and proved the following.

Theorem 0.4.4 (Catoni) 2. For any state space Ω and communication
kernel q there exist positive constants B and K such that for any positive
constant A, for any initial distribution p, for any positive δ and ε for any
energy f , for any triangular schedule TNn , 1 ≤ n ≤ N , such that

1

TNn
= Aenξ

with

ξ ≤ B
εDδ

ln(e−1)

and

N ≥
1

ξ

[
ln2(ε−1)− ln(δA)

]
the corresponding annealing algorithm XN

n satisfies

P

[
f
(
XN
N

)
≥ δ + min

Ω
f

]
≤ Kε exp{AH(Ω\Ω(δ))/Dδ}.
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Corollary 0.4.5 If d ≤ Dδ and h ≥ H(Ω\Ω(δ)) then

TNn =
d

h

(
h ln(N)

d2δ

)n/N

is “logarithmically almost optimal” in the sense that

lim
N→∞

lnP [f(XN
N ) ≥ δ + minΩ f ]

ln(N)
= −1/Dδ.

II. Continua. In addition to the work on minimizing a function f on a
finite set Ω by stochastic methods, there is a large body of detailed work on
minimizing a smooth function f defined on some subset Ω of IRk.

Using large deviation results, Kushner [49] studies processes defined on
Ω = IRk by

Xn+1 = Xn + γnb(Xn, ηn) + γnσ(Xn)ξn, (0.8)

where ηn are random variables, ξn are i.i.d. Gaussian random variables,

γn = A/ log(n+ C),

and there are other restrictions. Taking E[b(x, ηn+1)] = b̄(x) = −Bx(x) for
a continuously differentiable function B yields a method for locating the
minimum of B. Among the properties he studies are the escape times from
neighborhoods G of compact stable invariant sets K of ẋ = b̄(x). Under
conditions, he shows that for A sufficiently large and x in G, after long
times,

lim
m→∞

logEx[τ
m]

log(m+ C)
= SG(K)/A,

where x ∈ G and SG(K) is a constant related to the minimum value of an
“action functional” connecting x to the boundary of G.

Another model has the candidate point Xn+1 at epoch n + 1 related to
the candidate Xn at epoch n by

Xn+1 = Xn + γn[h(Xn) + ηn+1] + σnξn+1, (0.9)

where γn and σn are sequences under control of the user of the algorithm,
ηn+1 is a random observation error (this models the error in the determination
of the precise value of ∇h(Xn)), and ξn+1 is a random sequence. In case of
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minimizing a function f one can take h(x) = −∇f(x) and ξn+1 is added to
keep the algorithm from becoming trapped in local minima. This is a discrete
time algorithm inspired by the continuous time versions first suggested in [27].
Pelletier [59] calls this a weakly disturbed algorithm if γn and σn are chosen
such that v(n) = γnσ

−2
n is increasing and v(n)/ ln(n) → ∞ and a strongly

disturbed algorithm if v(n) is increasing and v(n)/ ln(n) is suitably bounded.
The latter case corresponds to simulated annealing as follows.

Consider a Markov chain Yn defined on Ω with transition probability

P [Yn+1 ∈ A | Yn = x] =
∫
A
sn(x, y)dFxn(y) + rn(x)IA(x),

where

sn(x) = max{1, aγn|x|}, γ > 0,

an = A/n, bn =

√
B

√
n log logn

,

sn(x, y) = exp

{
−

2an
b2
n

[f(y)− f(x)]+

σ2
n(x)

}
,

rn(x) = 1−
∫
sn(x, y)dFxn(y),

and Fxn the cdf of a N(x, b2
nσ

2
n(x)I) random variable. The resulting process

is an analog of the usual simulated annealing process. Furthermore, by an
appropriate choice of ηn+1, the process in (0.9) represents such a process with
ξn+1 Gaussian.

Among the conditions for the truth of the next theorem is that the mea-
sures πε on Ω defined by

πε(A) =
1

Zε

∫
A

exp

{
−

2f(x)

ε2

}
dx,

where Zε <∞, satisfy πε ⇒ π.

Theorem 0.4.6 [25] Under (several) conditions, for any bounded contin-
uous function on Rd

lim
n→∞

E0x[f(Yn)] = π(f).
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Theorem 0.4.7 [59] Under many conditions, including that v(n) is in-
creasing and v(n)/ ln(n) is suitably bounded, if the function g(a) =

∫
e−af(x)dx

is regularly varying at infinity with exponent −η, η ≥ 0, then

(i) 4v(n)
[
f(Xn)−min

y∈Ω
f(y)

]
⇒ χ2

2η.

Furthermore,

(ii) for any real function f increasing to infinity

lim
n→∞

ln
(
P
[
f(Zn)−miny∈Ω f(y) ≥ rf(v(n)) ln(v(n))

v(n)

])
f(v(n))ln(v(n))

= −2r.

Item (i) shows that the rate of weak convergence of simulated annealing
cannot be better than c/ ln(n).
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First hitting times

The results about (SA) cited above relate to the asymptotic distribution of
the search process Xn, a non-homogeneous Markov chain. The analysis of
some stochastic algorithms provided by Shonkwiler and Van Vleck [67] takes
a different approach in measuring the performance of stochastic algorithms.
Since it is easy to keep track of the best an algorithm has done to date, it
makes sense to ask about the first hitting time of a goal state as a function
of the number of epochs n it has been running.

In the case of homogeneous Markov chains the relationships between first
hitting times and rate of geometric ergodicity has been investigated rather
more thoroughly than in the case of non-homogeneous ones (see [70] and
[45]). For (SA), geometric convergence to zero of the probability P [TG > n]
that the goal has not been encountered by the algorithm through epoch n,
can not hold in general. In the next section we give an example of a simple
(SA) for which the expected first hitting time is infinite, thereby showing
that for any ε > 0 there is a simulated annealing problem for which one
cannot have eventually

P [TG > n] ≤ 1/n1+ε.

0.5 Restarted Algorithms

0.5.1 Introduction

A problem faced by all global minimizing algorithms is dealing with en-
trapment in local minima. Evidence that stochastic algorithms can spend
excessive time in states other than the goal comes most frequently and easily
from simulations. For example, in simulated annealing an “optimal” cooling
schedule (see [34]) for simulated annealing (SA) guarantees that the prob-
ability the search process is in the goal state tends to 1 as the number of
epochs n tends to infinity; the expected time taken by (SA) to hit the goal
can however be infinite as seen in the following simple “Sandia Mountain”
example.

Example 0.5.1 Let Ω = {0, 1, 2} with f(0) = −1, f(1) = 1, and f(2) =
0. Potential moves will be generated by a random walk and, at the end point,
with equal chance of staying put as moving. This provides for a symmetric
move generation matrix. Using the usual Metropolis acceptance criteria,
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aij = e−max{0,f(j)−f(i)}/T , the transition matrix is given by

P =

 1− 1
2
e−2/T 1

2
e−2/T 0

1/2 0 1/2
0 1

2
e−1/T 1− 1

2
e−1/T

 .
From annealing theory the temperature T should vary with iteration

count t according to the equation

T =
C

`n(t+ 1)

where C is the depth of the deepest local non-global minimum. Here C = 1.
Eliminating T gives the transition probabilities directly in terms of t, thus

p21(t) =
1

2
e−`n(t+1) =

1/2

t+ 1
, t = 1, 2, . . . ,

and

p22(t) = 1− p21(t) = 1−
1/2

t+ 1
, t = 1, 2, . . . .

The expected hitting time determination involves calculating all the pos-
sible ways leading to state x = 0 in t iterations starting from a given state.
Here however we estimate these probabilities. Hitting the goal at time k in-
cludes the possibility of remaining for t = 1, 2, . . . , k− 2 in state x = 2, then
moving in two consecutive iterations to states x = 1 and x = 0. Therefore,
the probability of hitting at time k is at least as large as

hk = (1−
1/2

2
)(1−

1/2

3
) · · · (1−

1/2

k − 1
)
1

2

1

k

1

2

> (1−
1

2
)(1−

1

3
) · · · (1−

1

k − 1
)
1

k

1

4

=
1

4k(k − 1)
, k = 2, 3, . . . .

It follows that the expected hitting time from state 2 is at least as large as
∞∑
k=2

khk =
1

4

∞∑
k=2

1

k − 1
=∞.

A simple mechanism for avoiding entrapment is restarting. This means
terminating the present search strategy and using the initialization procedure
on the next iteration instead, usually random selection.
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0.5.2 The Permanent Problem using restarted simu-
lated annealing

As in the simulated annealing application, our neighborhood system for
restarted simulated annealing is defined by allowing any 1 appearing in the
matrix to move one position up or down or to the left or to the right with
wrap.

The “energy” of the annealing, to be minimized, was taken as the negative
of the permanent itself and the cooling schedules we tested were geometric,
inverse log, and inverse linear. For the restart runs, temperature ranged from
on the order of 6 down to the order of 0.2. For each different cooling schedule,
we tried several temperature ranges until we found one that seemed to work
well. Thus, we compared the “best” runs for each cooling schedule. We took
the restart repeat count, r + 1, to be 200.

The results displayed in the figures are the averages of 10 runs. The
restart algorithm made both very rapid progress at the beginning of the
runs and continued to make progress even up to the time the runs were
halted. All the annealing runs with restart consistently achieved permanent
values on the order of 1500. The restarting step was effective in allowing
the algorithm to escape from local minima even at temperatures below the
critical temperature (of approximately 1) where the phase transition occurs.

Number of Iterations (thousands)

Permanent average of 10 runs
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Restarted Simulated Annealing results for the permanent 14:40 problem
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0.5.3 Restarted Simulated Annealing

The undesirably slow convergence of (SA) has motivated research like that in
Kolonko [48] and Bélisle [7] on the random adjustment of the cooling sched-
ule, on non-random adjustments as reported, for example, in van Laarhoven
and Aarts [71] or Nourani and Andresen [57], and the thorough theoreti-
cal treatment of simulating direct self-loop sequences in Fox [23] and the
truncated version in Fox and Heine [24].

Although geometric decrease of the probability of not seeing the goal by
epoch n does not generally hold for (SA), Mendivil, Shonkwiler and Spruill
[50] have shown that it does for restarted (SA). The algorithm is restarted
whenever f(Xn+r) = · · · = f(Xn). Let

α = min
x,y∈E
{f(y)− f(x) : q(x, y) > 0 and f(y)− f(x) > 0}

Theorem 0.5.2 Under the standard transition assumptions above and if
there is β > 1 such that ∑

n≥1

βne−α/T (n) <∞ (0.10)

then restarting (SA) by a distribution which places positive probability on
each point in Ω for r, 1 ≤ r <∞, sufficiently large there is a γ ∈ (0, 1), and
a finite constant c such that γ−nP [τG > n]→ c as n→∞.

Corollary 0.5.3 The (RSA) algorithm which uses the cooling schedule of
c(n) = 1/n will, for sufficiently large r, have tail probabilities which converge
to 0 at least geometrically fast in n.

The conditions of the Theorem are not necessary for the geometric con-
vergence of the tail probabilities. In the following example, geometric rate
of decrease of the tail probabilities holds for a restarted simulated annealing
which uses the usual logarithmic cooling schedule. This example is one for
which the (SA) satisfies the conditions of Hajek’s theorem but which, without
restarting, has an infinite expected hitting time of the goal (see the previous
section).

Example 0.5.4 The Sandia Mountain example of the previous section, as
an illustration that independent identical parallel processing (IIP) can make
the expected time to hit the goal go from infinite to finite, is presented here
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from the perspective of restarting when a state is repeated; by showing that
the conditions of the Theorem are met, it can be shown that the expected
time to goal can be made finite simply by restarting on the diagonal. Under
restarting the tail probabilities do converge to zero geometrically quickly even
using the logarithmic schedule.

Obviously, geometric or faster decrease to 0 of the tail probabilities P [τG >
n] under (RSA) or otherwise entails a finite expected hitting time of the
goal states G, but by itself geometric decrease of the tail probabilities is
not a strong recommendation. Under the assumption that both processes
use the same generation matrix with (SA) using a logarithmic schedule
Tn = c/ ln(n + 1), c ≥ d∗, and (RSA) using a linear schedule Tn = 1/n,
assume a common position of the two algorithms at epoch n. At any instant
of time at which the two processes happen to reside at the same location
the cooling schedule of one, which is logarithmic, should be compared with
that of the other, which is linear in the (random) age of the process, for
this will indicate the relative tendencies of going downhill. If r is small then
the clock will likely have been reset for (RSA), but if r is large then very
likely the r-process will not have restarted at all and the epoch number will
also be the current age. It is the latter instance which is of interest since
(RSA) is assumed to have r “large.” At a location which is not a local mini-
mum the (SA) process will have, as the epochs tick away, an ever increasing
tendency in comparison with (RSA) to proceed in uphill directions. Thus
(RSA) should proceed more rapidly downhill than (SA) at points which are
not local minima.

What happens when (SA) and (RSA) are at a local minimum at the same
epoch? Very likely the (RSA) will be out of this “cup” (see [34]) in r steps
whereas the (SA) will take some time. Since the goal cannot be reached
until the process gets out of the cup this is a crucial quantity in determining
the relative performance of the two methods when there are prominent or
numerous local minima. The (RSA) will have an immediate chance of finding
the cup containing the goal whereas, depending upon the proximity of the
present cup to the one containing the goal, (SA) may be forced to negotiate
many more cups.

It follows from Fox and Heine [24] and Fox [23] that the enriched neighbor-
hood version of QUICKER-j has tail probabilities converging geometrically
quickly to 0. In contrast with QUICKER, (RSA) requires the computation
of only small prescribed numbers of function values in small neighborhoods.
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0.5.4 Numerical comparisons

Some numerical results are presented comparing the performance of various
forms of (SA) to (RSA). The comparisons were carried out for three types
of problems, minimization of a univariate function, minimization of tour
length for some TSP’s, and finding the maximum value of the permanent of
a matrix. In each case, parameters enter which have some influence on the
performance of the method as we have seen. In (RSA) it seems desirable
to proceed as quickly as possible to points where the function has a local
minimum and then, if necessary, to restart. Rushing to restart is undesirable
however for local information about the function is indispensable in charting
a course to a local minimum; by prematurely restarting, this information is
lost. Therefore one should take care to stay sufficiently long in a location
to examine a large enough collection of “directions” from the current point
to ensure that paths to lower values are discovered. For functions on the
line there are only two directions so one would expect to require very few
duplications before the decision to restart is made. Were the selection of
new directions deterministic, clearly at most two would be required, but the
algorithm chooses these stochastically. In contrast, for a TSP on a reasonable
number of cities, if the neighborhood system arises from a 2-change (see [1])
then one should presumably wait for a fairly large number of duplications to
make sure enough “directions” have been examined. As a rough guide we
note that in (SA) as long as the state has not changed, the generation matrix
yields a sequence of iid “directions.” Assuming the proportion of directions
downhill is p and uniform probability spread over those directions by the
generation matrix, the probability the generation matrix has not yielded a
downhill after m generations is simply (1−p)m. To make this quantity small,
say less than β, m should be approximately ln(β)/ ln(1− p). On the line the
most interesting places are where one direction is up and the other down
so p ∼ 1/2 seems reasonable. Furthermore, the consequences of restarting
are minimal so a large a, say 1/2, also seems reasonable. Thus one should
take r around 1. In a TSP with 100 cities restarting can be costly since
the considerable time it takes to get downhill will likely be wasted upon
restarting. Thus we take a small, say .01. It is not clear what p should be.
Presumably the “surface” represented by the tour lengths could be rather
rough so we’ll take p = .05 to ensure a thorough although perhaps too lengthy
examination of directions. This translates to run lengths of r ∼ 100 and an
examination of a fairly small proportion of the 4851 “directions” available
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under 2-change.

Example 0.5.5 For a randomly generated function the median number of
epochs required to find the global minimum by (SA) under optimal cooling,
with the stipulation that the search was terminated at 221 epochs if the
minimum had not yet been found, was 221. For (RSA) with r = 1 the median
number of epochs required to find the global minimum of the function was
21.

Example 0.5.6 In this example an optimal 100 city tour was sought using
2-change as the neighborhood system with equally likely probabilities for the
generation matrix. The locations were scaled from a TSP instance known as
kroA100 taken from a data base located on the WEB at
http://softlib.rice.edu/softlib/catalog/tsplib.html. Each of (SA) and (RSA)
was run for 1000 epochs. The median best tour length found by (SA) was
of 35.89 with a minimum of 34.06. For (RSA) the median best tour length
found in 1000 epochs was 14.652 with a minimum of 13.481.

Example 0.5.7 A 24-city TSP instance known as gr24 obtained from the
same data base as kroA above was analyzed again using 2-change for the
neighborhood system and equally likely choices for the generation matrix.
Each of (SA) and (RSA) was run for 500 epochs. The best tour lengths
found by (SA) had a median of 2350.5 and a minimum of 1943. (RSA) with
r + 1 = 24 had a median best tour length after 500 epochs of 1632.5 with a
minimum of 1428. The optimal length is 1272. A similar result on 24 cities
was obtained by running the two for 1000 epochs. Under (SA) the median
was 2202 with a minimum of 1852 while for (RSA) the median best tour
length was 1554.5 and minimum 1398.

Example 0.5.8 Performance of (SA) with depth 40 and (RSA) with r =
100 was compared on a randomly generated 100-city TSP. Median best tour
length after 1000 epochs for (SA) was 43.14 and the minimum was 40.457.
For (RSA) the median best was 19.177 and the minimum best was 17.983.

An alternative, more careful, analysis of the size of r is provided by closer
examination of the proof of Theorem 0.5.2. Under the cooling schedule c(n) =
1/n with an equally likely generation matrix the choice

r ≥
−e−a

(1− e−a)2

1

ln(1− p)
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will guarantee the conclusion of the theorem under its other hypotheses,
where p = 1 − g is the worst case, smallest probability of a downhill from
among the points in Ω\U . However, this may not help in the determination
of a “good” r since one would expect these quantities to be unknown.

0.6 Evolutionary Computations

0.6.1 Introduction

Evolutionary computations, including Genetic Algorithms ([37]) and Evolu-
tionary Strategies ([6]), are optimization methods based on the paradigm of
biological evolution by natural selection. As in natural selection, the essen-
tial ingredients of these methods are recombination, mutation, and selective
reproduction working on a population of potential solutions. Fitness for a
solution is directly related to the objective function being optimized and is
greater for solutions closer to its global maximum (or minimum). The expec-
tation is that by repeated application of the genetic and selection operations,
the population will tend toward increased fitness.

An evolutionary computation is a Markov Chain Xt on populations over Ω
under the action of three stochastic operators, mutation, recombination, and
selection defined on Ω. Although implementation details may vary, mutation
is a unary operator, recombination or cross-over is a binary operator and
selection is a multi-argument operator. An evolutionary computation is al-
ways irreducible and aperiodic and so converges to a stationary distribution.
While the existence of a stationary distribution is not of great importance,
indeed these chains are never run long enough for the stationary distribution
to become established, irreducibility is. Rather it is the swiftness with which
the chain finds optimal or near optimal values that is paramount. Thus first
passage and hitting times are of central importance. Although only general
results of this nature are available at this time, see the first section of this
chapter, theoretical progress is being made. We will present recent develop-
ments at the end of this section. Consequently practical implementations of
evolutionary computations appeal to heuristics and experimental evidence.

The implementation of an evolutionary computation begins with the com-
puter representation, or encoding, of the points x of the solution space Ω.
Frequently this takes the form of fixed length binary strings which are called
chromosomes. A natural mutation of such a string is to reverse, or flip, one
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or more of its bits randomly selected. Likewise, a natural recombination, of
two bit strings, called parents, is to construct a new binary string from the
bits of the parents in some random way. The most widely used technique
for this is one-point cross-over in which the initial sequence of k bits of one
parent is concatenated with the bits beyond the kth position of the second
parent to produce an offspring. Here k is randomly chosen. Of course, a
fitness evaluation must be done for each new chromosome produced.

Finally, the chromosomes selected to constitute the population in the next
generation might, for example, be chosen by lottery with the probability of
selection weighted according to the chromosome’s fitness. This widely used
method is termed roulette wheel selection.

These genetic operators would be tied together in a computer program
as shown, for example, in figure 0.3.

Figure 0.3: A top level view of an evolutionary computation

initialize a population of chromosomes
repeat

create new chromosomes from the present set by mutation and recombination
select members of the expanded population to recover its original size

until a stop criteria is met
report the observed best

While the aforementioned typifies a standard genetic algorithm, many
variants are found in the literature, some differing markedly from this norm.
We will present some of these variations below. As we have discussed be-
fore, no one algorithm is right for all problems. It is often good to embed
specialized knowledge about the particular problem into the evolutionary
computation’s components; for example, the chromosomes in a Traveling
Salesman Problem evolutionary computation are universally taken to be the
permutation vector of the cities. This is especially so when one has some in-
sights about the particular problem being attempted. As mentioned above,
the one design point that must be adhered to is assuring irreducibility.

Simulated annealing and evolutionary computations have several points
of commonality. Both require an encoding of solutions and both proceed
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iteratively. Both propose new candidate solutions, evaluate them, and select
a subset for the next iteration. One can think of a simulated anneal, in terms
of an evolutionary program, as having a population size of one (although it
could be larger). The proposal operation of an anneal could be taken as
the mutation operation of this evolutionary computation. The acceptance
algorithm of an anneal works as its selection operation.

The differences between the two are that evolutionary computations in-
corporate a second proposal operator (recombination), one requiring two ar-
guments, and a greater than one population size to go with it. Also the
selection operator of an evolutionary computation is not usually Metropolis
acceptance, it could be. Boltzmann modified tournament selection chooses
two structures from the present population by roulette wheel; with equal like-
lihood, one is designated as current and the other as candidate. Metropolis
acceptance is then used to select one for the next generation. This is re-
peated, with replacement, until the next generation is selected.

On the other hand, simulated annealing incorporates time varying tran-
sition probabilities, although evolutionary computations can do so as well.

It is therefore feasible to take a step-wise approach in constructing an
evolutionary computation. The first step is to write a multi-population mu-
tation only algorithm. If Metropolis acceptance is used as the survival ar-
biter, then the algorithm is effectively a simulated anneal. Adding a binary
operator on solutions and a multi-argument selection operation converts it
to an evolutionary computation.

Being that evolutionary computations typically do not vary event prob-
abilities over the course of a run, there arises a fundamental difference with
simulated annealing. Theoretically, an annealing will not only find a global
minimizer over its run, it will also identify it as such, since, asymptotically,
the chain will be in such a state. However an evolutionary computation
might well find an optimizing structure and then lose it. Theoretically this
must happen since the process is irreducible and must visit all states recur-
rently. Therefore it is important to save the best-so-far value discovered by
the algorithm, and the corresponding structure, for this will be part of the
exit output, see [63].

As a random variable, the best-so-far value observed up to time t, B(t),
will satisfy the predicted asymptotic convergence rate for the process. In
particular, as t → ∞, B(t) tends to the global maximum, as pointed out
above. Therefore, just as in simulated annealing, globally optimizing states
may be identified asymptotically.

51



Universal GA solvers The implementation of an evolutionary computa-
tion is an abstraction in that it operates on computer structures and utilizes
an imposed definition of fitness. As a result it is possible to write a univer-
sal evolutionary programming based optimizer. The external part consists
interpreting the meaning of the genetic structures and defines the fitness
function. The evolutionary computation acts like an engine, generating and
testing candidate solutions. Two of these are GENESIS and GENOCOP. A
comprehensive list can be found at http://www.aic.nrl.navy.mil/galist/src.

0.6.2 A GA for the permanent problem

We illustrate genetic algorithms by solving the 14:40 permanent problem
described above. We will be using algorithm RS, see below. We give here
details of this particular application, otherwise refer to the general setup
below.

The points or states of the solution space are 0/1 matrices of size 14× 14
having exactly 40 ones. Conceptionally, this will be our computer structure,
however, to facilitate working with such a matrix, we will utilize two alter-
native encodings. First, we store each matrix in terms of its row structure:
the number of 1’s in each row and the positions of the 1’s in each row. This
representation allows for short cuts in the permanent calculation and greatly
improves the speed of that part of the algorithm. Also, by unstacking the
matrix row by row we obtain a 0/1 string structure of length 142 = 196 with
exactly 40 ones. This representation will be convenient for the recombina-
tion, or binary, operator. Instead of maintaining both configurations, we
keep only the row by row form and calculate the binary string form from it.
This, and the inverse computation, can be done quickly.

As a unary or mutation operation we take the same one used in the
simulated annealing application. Namely, we randomly select a 1 in the
14×14 matrix, then randomly choose one of the four directions North, East,
South or West, and exchange values with the neighbor entry in that direction.
We allow wrap around, thus the East direction from the 14th column is the
1st column and the South direction from the 14th row is the 1st row. The row
by row storage format of the matrix makes it easy to select a 1 at random.
The actual implementation checks to see if the value swapped is a 0 before
proceeding for otherwise it will be a wasted effort.

Next we must invent a binary or recombination operation. Let A be a
14×14 solution matrix with its 196 elements written out as one long array and
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B a second one likewise unstacked. At random, select a position 1 ≤ k ≤ 196
in the array. Starting at position k, move along the two arrays, with wrap,
comparing their elements the until the first time they differ, either A has a
1 where B has a 0 or vice-versa. Swap these two values. Moving along from
that point, with wrap, continue comparing values until the first subsequent
point where the two differ in the reverse way. Swap these two values. The
modified A matrix is the output of the operation. Effectively this operation
interchanges a 0 and a 1 in A, using B as a template, generally over a longer
distance in the matrix than adjacent elements.

We take the population size to be 16. In the repeat or generation loop,
we do 8 recombination operations and 8 mutation operations. Thus, after
these are performed, the population size has grown to 32 and needs to be
reduced back to 16. Algorithm RS selects out those for removal, one by one,
according to a geometric distribution based on fitness rank.

In the figure we show the results of several runs. As one can see, the GA
did very well on the problem obtaining a maximum value of 2592, the best
of all the methods tried.
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Figure 0.4: Permanent vs number of function evaluations
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0.6.3 Some specific Algorithms

Algorithm JH

Assume structures x ∈ Ω are bit strings.

Uniformly at random, with replacement, select an initial population

P(0) = {x(0)
1 , . . . , x(0)

z } of size z from Ω.

evalute their fitnesses φ(x
(0)
k ), k = 1, . . . , z.

loop t = 0, 1, . . . until exit criteria met
roulette-wheel select xα ∈ P(t)
do (with probability pc) a recombination:

roulette-wheel select xβ ∈ P(t)
perform a crossover of xα and xβ
select one of the resulting structures equally likely and

designate it as y
end do
else // recombination not selected

y ← xα
end else
do (with probability pm) a mutation:

select uniformly at random a component of y and perturb it.
end do
evaluate the fitness of y
update best
do a replacement:

with uniform probability select i ∈ {1, 2, . . . , z} and

replace x
(t)
i by y to produce P(t+ 1)

end do
end loop

Algorithm DG

Assume structures x ∈ Ω are bit strings and population size z is an
even number.

Uniformly at random, with replacement, select an initial population

P ′ = {x(0)
1 , . . . , x(0)

z } of size z from Ω.

evalute the fitnesses φ(x
(0)
k ), k = 1, . . . , z.

loop t = 0, 1, . . . until exit criteria met
P(t)← P ′

P ′ ← null
loop j = 1 to z, increment by 2
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roulette-wheel select xα ∈ P(t)
roulette-wheel select xβ ∈ P(t)
do (with probability pc) a recombination:

perform a crossover on xα and xβ, keep both offspring xγ
and xδ

loop on i ranging over the components of xγ
with probability pf perturb component i.

end loop
loop on i ranging over the components of xδ

with probability pf perturb component i.
end loop
evaluate the fitnesses φ(xγ) and φ(xδ)
update best

end do
else // recombination not selected

xγ ← xα
xδ ← xβ

end else
add xγ and xδ to P ′

end loop
end loop

Algorithm RS

The chromosomes of the population are always kept in rank order by fitness.

As new chromosomes are created, they are merged into the population in
their proper place according to rank. Population size is fairly small, on the
order of 12 to 16.

Uniformly at random, with replacement, select an initial population

P(0) = {x(0)
1 , . . . , x(0)

z0
} of size z0 from Ω.

Evalute and rank order P(0) by fitness φ(x
(0)
k ), k = 1, . . . , z0.

loop t = 0, 1, . . . until exit criteria met
z ← z0
loop j = 1 to z0/8 // do mutations

select i ∈ {1, 2, . . . , z} uniformly at random
z ← z + 1
select uniformly at random a component of xi and perturb it.
designate the resultant structure xz, evaluate and merge

it into P(t)
end loop
loop j = 1 to z0/2 // do recombinations

let xα be the structure in P(t) with rank j
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select β ∈ {1, 2, . . . , z} uniformly at random
z ← z + 1
perform a crossover of xα and xβ
designate the resultant structure xz, evaluate and merge

it into P(t)
end loop
update best // check the rank 0 structure
loop while z > z0

select a structure from P(t) geometrically at random
and discard it

z ← z − 1
end loop

end loop

0.6.4 GA principles, schemata, multi-armed bandit,
implicit parallelism

As previously mentioned, evolutionary computations draw their motivation
and guidance from the mechanics of biological evolution. But this can lead
to many complicating mechanisms such as chromosomal inversion, multiple
alleles, diploidy, dominance, genotype, overlapping generations just to name a
few. Even a simple evolutionary computation involves many implementation
parameters. Some obvious ones are population size, number of mutations per
iteration, number of recombinations per iteration, number of chromosomes
to replace per iteration, number of mutations per chromosome and others. A
more fundamental “parameter” is how the objective function is mapped to
chromosome fitness. It may be desirable to exaggerate differences in fitness
for example. Equally fundamental are the details of the three main operators,
for example, the details of choosing mates. With regard to mutation, it may
be desirable to only flip bits with a certain probability, what should that
probability be? Finally, for how many iterations should the algorithm be
run?

Thus many detailed questions arise which cannot be answered mathe-
matically. For even simple GA’s, discovering provable statements about,
for example, optimal parameter determinations such as population size has
been intractably difficult. To shed light on these issues and provide direction,
guidance has come in the form of the Schema principle and building block
hypothesis ([37]), and experimental experience.

Nevertheless, results derived from these principles and hypotheses and
experiments are at best guidelines only. Having followed the guidelines, any
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given problem with it own unique objective and domain might not conform
to the guidelines and at the very least will require a certain degree of tuning
[36].

Schema Principle The Schema principle is best explained in terms of a
binary coding. A string in the search space, e.g. (1, 0, 0, . . . , 1), is a vertex
of the Hilbert cube in n-dimensional space. A schema is an affine coordinate
subspace of n-space intersected with the cube. For example the schema in
3-space signified by (1, 0, ∗) is the set {(1, 0, 0), (1, 0, 1)}. A schema can be
specified by an n-tuple of the three symbols, 0, 1, and ∗, called a schemata
in which ∗ is the “don’t care” symbol matching either a 0 or a 1. The order
o(H) of a schema is the number of 0’s and 1’s in its schemata and is thus the
number of fixed positions. In terms of affine subspaces it is the co-dimension
of the affine subspace. The length δ(H) of a schema is difference `− f where
` is the position of the last fixed bit and f is the position of the first.

Any given string is a member of 2n different schema because in each
position there could be the given symbol, 0 or 1, or the don’t care symbol.
In a population of size z there are up to z2n schema represented (actually
less because of overlap, the 0 order schema belongs to every one of them).

Suppose roulette wheel selection is used for the next generation, as in
algorithm DG (54). Let mt(H) denote the number of representatives of
schema H in generation t. If φ(H, t) is the average fitness of H in generation
t and φ̄(t) is the average fitness of the population in generation t, then the

expectation E(mt+1(H)) is given by mt(H)φ(H,t)
φ̄(t)

.

Thus the representation of schema H increases (or decreases) as the factor
φ(H,t)
φ̄(t)

. And the population thereby increases in fitness from generation to
generation.

Since this is going on for each schema represented in the population (and
since the present population represents the result of many previous ones,
referring in particular those schema that have vanished) the processing from
generation to generation represents an implicit parallel processing of schema.
If population size is z, the number of short length schema processed is O(z3),
see [31, p. 40].

Now consider the one-point crossover operation. The probability it will
disrupt a given schema H is δ(H)

n−1
, i.e. small if δ(H) is small. Hence short

schema tend to survive from generation to generation and, combining with
above, if above average, increase in representation.
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The probability that a one position mutation will disrupt a schema H of
order o(H) is o(H)

n
, i.e. small for low order schema. Schema theory, short, low

order, above averagely fit schema increase in representation in the population.
In the field of statistical decision theory the 2-armed bandit problem

is considered. Each play of a game has two choices, having made choice i,
i = 1, 2, the player receives a payoff randomly drawn from a distribution with
fixed mean µi and variance σ2

i . Assuming these parameters are not known in
advance and can only be estimated through repeated play, in T plays of the
game, how many times should the ith choice be made? The answer is the
number to allocate to the worse performer up to the present time T increases
essentially logarithmically in T . (And hence, T minus O(logarithmic(T )) in
the better performer.) Put differently, the number of trials to allocate to the
better performer is an exponential function of the number to allocate to the
poorer one.

It can be shown that this the same rate at which roulette wheel selection
allocates fitness processing to schema [37].

On the basis of the Schema principle and experimental experience, we
discuss some of the main parameters of an evolutionary computation.

Encoding The first task in constructing an evolution based search algo-
rithm is to define a mapping, or encoding, between the states of the solution
space Ω and computer structures. Usually there is a natural computer formu-
lation of the states, and if so, adopting it is good practice. We shall discuss
some typical situations.

Very often Ω is a Cartesian product space,

Ω = Ω1 ×Ω2 × . . .× Ωn,

so that x ∈ Ω is an n-tuple. If each component set Ωi is finite, card(Ωi) = ωi
i = 1, . . . , n, then a natural encoding is

x←→ (ξ1, ξ2, . . . , ξn) ∈ ZZω1 × ZZω2 × . . .× ZZωn

where ZZk = {1, 2, . . . , k}. This is referred to as an integer coding of the
solution space. In the special case that ωi = 2, for all i, then it is a binary
coding and the components are taken as the bits 0 and 1 (instead of 1 and
2).

In the case that the component sets are intervals [ai, bi] of the real line IR,
then Ω is a subset of Euclidean space and possesses a natural topology. An en-
coding that takes advantage of the topology is putting x←→ (ξ1, ξ2, . . . , ξn)
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where each component ξi ∈ [ai, bi]. We show below that there are natural
mutation and recombination operations of such structures. This would be a
continuous coding of the solution space.

Alternatively, one can represent each continuous variable ξi, suitably
scaled, as a binary string. String length will be chosen to achieve a de-
sired level of precision for the representation. Finally the stings for each
component are concatenated thus giving a binary coding for the solution
space.

Not all problems have states which derive from Cartesian products. The
most famous example of this is the Traveling Salesman Problem in which the
solution space consists of tours or, mathematically, permutations of the set of
cities. On the grounds that natural representations are best, the structures
for this problem are typically taken as permutations of ZZn−1 where n is the
number of cities. In this case, the operations of mutation and recombination
must be constructed so as to satisfy closure, that is, their resultants must
remain within the set of defined structures.

Fitness If the problem at hand is one of maximization, then the sim-
plest thing to take for fitness φ is the objective function f itself. However,
considering that for most selection methods it is either convenient or even
necessary to have a non-negative fitness function, the objective will have to
be modified if it is not non-negative. If the problem is one of minimization,
then again some modification of the objective will be necessary. More impor-
tantly, the choice of fitness function has been shown to have a effect on the
performance of an evolutionary computation, [33]. So a prominent aspect
of an implementation is choosing a mapping between the objective and the
fitness function. Despite the performance effects, asymptotically, the choice
of fitness function is immaterial in the sense that any two fitness functions
maintaining the rank order of solutions leads to the same limit stationary
distribution, see [65].

Arbitrary mappings can be described in terms of a composition φ(x) =
τ(f(x)) with some mapping function τ . If the problem is one of minimization
then τ will have to be inverting, for example τ(f) = 1/f if f 6= 0, or τ(f) =
C − f for some large constant C > max f , or possibly τ(f) = e−f . Special
mention should be made of the mapping τ(f) = e±f (e+f for maximizing
objectives and e−f for minimizing ones). This mapping is always positive
and needs no a priori knowledge about the objective.
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It is easy to see how fitness can affect, for example, roulette wheel selec-
tion. If the values of f vary over only a very small range, then roulette wheel
selection is not very different from uniform selection. This could be fixed
with a linear mapping function, thus τ could be a simple shift or scaling,
[31].

Dynamic scaling has been suggested with τ of the form

τ(f(x)) = af(x) + b(t)

where b(t) could be

b(t) = −min{f(x) : x ∈ population at generation t}.

This maintains strong selective pressure throughout the run.
If the selection method is based on rank order, as in algorithm RS (55),

then there is no mapping issue, see [73].

Selection Distributions The uniform distribution is the simplest prob-
ability distribution and one of the most widely used. It places equal prob-
abilistic weight on the totality of possible choices. Since computer random
number generators are themselves uniform generators, this is also the easiest
distribution to implement. For example, when structures are binary coded,
the uniform distribution for selecting crossover points is the universal choice.
If the string length is L, then

k = 1 + (int)((L− 1) ∗ unif())

selects crossover point between the kth and k + 1st bits from among the
choices {1, 2, . . . , L− 1} equally likely. In this, unif() is the computer func-
tion that returns a uniform floating point random number in the semi-open
interval [0, 1) and int is the greatest integer function.

One of the most important selection probability distribution is the fitness
weighted lottery or roulette wheel selection. Let F denote the sum of fitnesses
of the present population

F =
z∑
i=1

φ(xi).

Under roulette wheel selection, member xα of the population is chosen with
probability

pα = φ(xα)/F.
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Roulette wheel selection is used to impart a reproductive advantage for the
better fit structures. This can be implemented either in the choice of recom-
bination pairs or in the selection of survivors for the next generation.

The geometric selection is one that weights a rank ordered set, say {1, 2, . . .},
so that the probability α is selected is

pα = (1− `)α−1`, 0 < ` < 1.

Thus 1 has the greatest chance of being selected and the chance that another
choice is selected decreases geometrically. For a finite set, {1, 2, . . . , n}, the
distribution is modified by adding the residue,

(1− `)n`+ (1− `)n+1`+ . . . = (1− `)n,

to every choice. This distribution can be implemented as follows:

k = 1
loop

if( unif() < ` ) return k
k ← k + 1
if( k > n )

k = 1 + (int)(n ∗ unif())
return k

end if
end loop

Population Size Population sizes reported in the literature cover a wide
range from 10, to 1000 or more, most use population sizes greater than 30.
When comparing results between different algorithms, it is important that
the total number of function evaluations be compared and not the number of
generations. The cost of a run, in terms of time and resources, is proportional
to the number of function evaluations. The question then is how to optimally
allocate the number of function evaluations between more per generation or
more generations.

The connection with population size is that larger populations entail more
function evaluations per generation. In order to appreciably modify the pop-
ulation from generation to generation, the number of genetic operations,
and correspondingly function evaluations, per generation will also have to be
large. Thus fewer generations can be run.

Population size relates to a trade-off between exploration and exploitation
of the fitness surface. In large populations, there will be larger numbers
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of similar chromosomes thereby ensuring greater exploitation of the local
topology. Radical, poorly performing chromosomes are less likely to survive
owing to their small share of the roulette-wheel. In small populations, there
is a much greater chance that even dominant performers will fail to reproduce
thereby opening the way for radically different solutions to compete. Here
the fitness surface is more widely explored.

Based on the criteria of maximizing the number of new schemata per
individual, some reports favor population sizes for binary coded strings that
vary exponentially with string length L [29], [30]. Population size 100 is
used for a 30 bit problem in [31]. However most experimentalists choose
population size between L and 2L.

Again under the assumption of integer coding with q symbols, based on
the criteria that every possible point in the search space should be reachable
from the initial population, the calculation of the probability P that a pop-
ulation size Z contains at least one representative of each symbol at each
place of a string of length L is [60]

P =

[
q!S(Z, q)

qZ

]L
.

In this S(Z, q) is the Stirling number of the second kind (cf. [43]). Thus, for
binary coding, and with P = 99%, population size should be on the order of
10 for string lengths L from 20 to 200.

In Pareto optimization, that is optimization on multiple objectives simul-
taneously, large population sizes are necessary in order that the competing
objectives be adequately represented.

Emphasis on Recombination or Mutation As previously mentioned
recombination is one of the biggest differences between evolutionary compu-
tation and simulated annealing. Moreover, the original evolutionary strate-
gies algorithms did not use a recombination operation. As we have seen,
it is the mutation operator which makes an evolutionary computation irre-
ducible thereby enabling its theoretical property of asymptotic convergence
to the global optimum. Thus it would be possible to fashion an evolution-
ary computation without using recombination at all as we have pointed out
by noting the possibility of a step-wise approach to writing an evolution-
ary computation. But this would be a hamstrung evolutionary computation
indeed.
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By contrast, recombination is very heavily emphasized in genetic algo-
rithms while mutation is not. The theories about the success of genetic al-
gorithms in terms of schemata, multi-armed bandit, and implicit parallelism
all derive from the crossover operator. The upshot is that mutation rates
in genetic algorithms are very small, mainly being used to avoid pre-mature
convergence. Some example recombination and mutation rates are:

source pmutation pcrossover

[18] 0.001 0.6
[32] 0.005-0.01 0.75-0.95
[64] 0.01 0.95

Since the mutation rates above apply to each bit of an L bit string, the
probability of one or more mutations occurring is

1− (1− pm)L

or about 14% for a 30 bit string when pm = 0.005.
Using the criteria that mutation should maximize the probability that a

mutant is more fit than its progenitor, it has been derived that pmutation ≈
1/L where L is bit string length [5].

0.6.5 A genetic algorithm for constrained optimiza-
tion problems

Many optimization problems, especially those in engineering design, are
highly constrained, and often non-linear, resulting in a complex search space
with regions of feasibility and infeasibility, see [16]. For such problems, it is
necessary to find global optima not violating any constraint.

We direct the reader to the excellent work by Michalewicz and Schoenauer
for a review of the literature [54].

Most approaches for handling constraints can be classified into two broad
categories:

• those that exclude infeasible solutions,

• those that penalize infeasible solutions.

In turn, excluding infeasible solutions can be arranged by
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• discarding them as they arise,

• the use of specialized operators that maintain feasibility,

• repairing infeasible solutions.

Discarding infeasible solutions as they arise impacts the efficiency of the
algorithm. If infeasible solutions arise too frequently, then the algorithm may
spend significant amounts of time looking for those few solutions that do
not violate constraints. The probability that the genetic operators generate
feasible offspring when applied to feasible parents is an important issue. It
will take some time to find the region, but also, once found, the probability
of staying within it is important.

The use of specialized operators that maintain feasibility is the most
effective method for constrained problems when applicable. This approach
is possible, for example, in the case of linear constraints.

When feasibility maintaining operators cannot be constructed, it still
may be possible to repair or transform infeasible solutions into feasible ones.
This idea works well in the case of linear equality constraints. By way of
illustration, in the example above, another constraint is that the parameters
pi must be non-negative and sum to 1. After carrying out a mutation or cross-
over involving the pi, the new values may be “repaired” by re-normalization.

The use of specialized operators and the use of repair operators are related
methods for maintaining feasibility among solutions. However, for many con-
strained problems, it is too hard, too costly, or even impossible to maintain
feasibility.

The most prevalent technique for coping with infeasible solutions is to
penalize a population member for constraint violation. In this way, penalty
functions artificially create an unconstrained optimization problem. Tradi-
tionally, the weighting of a penalty for a particular problem constraint is
based on judgment. Often, the algorithm must be tuned, that is, rerun sev-
eral times before a weighting of the combination of constraint violations is
found that eliminates infeasible solutions and retains feasible solutions. If
the penalty is too harsh, then the few solutions found that do not violate
constraints, quickly dominate the mating pool and yield sub-optimal solu-
tions. A penalty that is too lenient can allow infeasible solutions to flourish
as they can have higher fitness values than feasible solutions [61].

Penalty approaches might be classified as
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• static

• dynamic

• specialized.

Dynamic penalties vary with the degree of constraint violation and with ei-
ther the history or the run time of the algorithm. We return to this subject
below. Static penalties only vary with the degree of constraint violation.
Many ideas have been promulgated for assessing the degree of constraint vi-
olation. For example, Richardson, et al. [61] tried several approaches for
assigning penalty functions using the derivative of the objective function to
give an indication of how far an infeasible solution is from the constraint
boundary. There are also many direct methods for quantifying such dis-
tances. Generally, the degree of penalty should increase as a function of the
distance from the feasible set in some norm.

To deal with the problem of having to do extensive tuning in order to
find the most effective penalty level, methods have been proposed in which
the relative weight allocated to the penalty varies with the progress of the
algorithm. There are two types, those for which the level of penalty depends
only on the run time t of the algorithm and those that allow other measures
of progress, such as recent stagnation, to effect the level. This is a major
distinction because the former are instances of inhomogeneous Markov chains
for which there is mathematical theory, however difficult to apply, while latter
may only be analyzed experimentally. Most variable penalty approaches
proposed take the fitness to be modified additively by the penalty, that is

ϕ = f + wM (0.11)

where ϕ is the algorithm fitness, f is the objective to be maximized, M is a
measure of the extent of constraint violation and w is a variable weight; the
product wM is the penalty. But also fitness may be taken as multiplicatively
modified by the effect of the penalty,

ϕ = αf (0.12)

where an “attenuation” α, depends on M and t.
Michalewicz and Attia [52] use a fitness function of the form

ϕ(x, r) = f(x) +
1

2r
M
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where M is quadratic in the constraint violation and 1/(2r) is the varying
penalty weight. The parameter r, referred to as “temperature,” tends to 0
according to a “cooling schedule” g(r, t). (Cooling as used here is not in the
same sense as used in simulated annealing. In particular, the weight function
tends to infinity as the temperature tends to 0.) In this, t counts epochs,
that is, an entire genetic algorithm run conducted at a fixed temperature.
A complete run of this penalty function algorithm consists in several such
epochs. The initial temperature r0 is a parameter of the problem. The
cooling schedule is allowed to depend on the problem, in one case g(r, t) =
10−1g(r, t− 1) recursively; hence

rt = 10−tr0

giving geometric decrease in r and therefore a geometric increase in weight.
An advantage of the multiplicative form in which the penalty is applied is

that it makes the method closely related to simulated annealing, (but unlike
annealing, there is no acceptance phase). As a consequence, this method can
be proved to converge to a globally optimal feasible solution by an adaptation
of a generalization of Hajek’s Theorem by Catoni [10] (generalized annealing).
The penalty function makes use of a single problem dependent parameter,
the starting temperature T0. As in simulated annealing, this parameter is not
critical, theoretically any positive value will do. In practical terms however,
T0 should exceed the “phase transition” temperature.

Let f denote the objective function, to be maximized here, which we will
assume is non-negative valued throughout its domain Ω. We will take the
fitness function ϕ of the GA to be the product of f and an attenuation factor
α(·, ·) which depends on two parameters, M and T ,

ϕ(x) = α(M,T )f(x). (0.13)

The first, M ≥ 0, measures the extent of constraint violation in some metric,
e.g. `2, and is zero in the absence of any violation. The second parameter,
referred to as temperature T > 0, is a function of the running time of the
algorithm; T tends to 0 (or small values) as execution proceeds. When the
GA begins, we want the penalty for constraint violation to be small, or, in
terms of attenuation, we want α ≈ 1, in order that the algorithm be able to
utilize infeasible states as needed to find a global maximum. But toward the
end of execution we want α to be zero or nearly zero since infeasible solutions
are unacceptable. A function which has these properties is

α(M,T ) = e−M/T . (0.14)
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Figure 0.5: α = e−M/T
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If no constraint is violated, independent of the value of T , then α = 1
and fitness is the unattenuated objective value. On the other hand, when T
is large (relative to a non-zero M) then α ≈ 1. But as T → 0, then α→ 0 as
well and hence, by equation (0.12), fitness tends to zero too. Thus infeasible
solutions should be excluded from the GA populations at the end of a run.
(In practice, a run is terminated before T = 0 and infeasibles may remain in
the population. As the final output of the algorithm, only feasible solutions
might be posted; however it may also be of value to examine good infeasible
ones as well.)

A variable fitness genetic algorithm The variable fitness feature may
be added to any evolutionary computation. Because fitness is a function
of run time t, the fitnesses of the current population must be recalculated
every time the temperature is updated. This does not entail a new objective
calculation however, only an attenuation factor modification. If the original
temperature is T0 and the new one is T1, then the adjustment factor is

e−M/T1

e−M/T0
= (e

1
T0
− 1
T1 )M .

This fitness modification might also impact the running best solution so
care must be taken to modify that as well.
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0.6.6 Markov Chain Analysis Particular to Genetic Al-
gorithms

In this section we assume Ω is the set of all binary strings of length L. Thus

Ω = ZZ2 × ZZ2 × . . .× ZZ2

for L copies. At the same time a binary string i can be identified with its
base two integer representation,

i←→ iL−12L−1 + . . .+ i12 + i0.

Thus i ∈ ZZN−1 where N = 2L. Letting ⊕ denote bitwise EXCLUSIVE OR
on Ω, the pair (ZZ2×. . .×ZZ2,⊕) is a group. Additionally it will be convenient
to let i ⊗ j be the bitwise LOGICAL AND of i and j. Following Vose and
Liepins [72], we will consider an infinite population genetic algorithm. In this
way the Markov Chain is replaced by a discrete dynamical system caricature.
Subsequently this development was extended to finite population size [58],
but more recent work, e.g. [47], has been along the lines of the infinite
population model. The infinite population assumption implies that on each
iteration, the outcome will be the expected outcome of the finite population
chain.

Very recently a different genetic algorithm model has been analyzed by
Schmitt, Nehaniv, and Fujii, [65]. In this model, populations of size z are
treated as z-tuples rather than the usual multi-sets – sets with multiplicity
but no order on their elements. Otherwise no special assumptions are made.
The finite dimensional linear space on which their genetic operators act is
the free vector space of these populations. Results about populations as
multi-sets can be recovered through projection into the quotient space over
the kernel of permutations on these populations. As the authors point out,
position in the z-tuple may be used to mimic spacial effect, for example, on
such populations.

Returning to the dynamical systems model, the state of the system will
be described by a vector xt ∈ IRN whose ith component is equal to the
proportion of i in the tth generation. Further, let ri,j(k) be the probability
that bit vector k results from the recombination process based on parents i
and j. It can be shown that if recombination is a combination of mutation
and crossover, then

ri,j(k ⊕ `) = ri⊕k,j⊕k(`).

68



Next let F be the nonnegative diagonal matrix with i, ith entry f(i) and
let M = (mi,j) be the matrix whose termsmi,j = ri,j(0). Define permutations
σj on IRN by

σj(x0, . . . , xN−1)T = (xj⊕0, . . . , xj⊕(N−1))
T

where T denotes transpose. Define the operator M by

M(x) =
(
(σ0x)TMσ0x, . . . , (σN−1x)TMσN−1x

)T
.

Let ≡ be the equivalence relation on IRN defined by x ≡ y if and only if there
exists a λ > 0 such that x = λy.

Theorem 0.6.1 Over one iteration, (the expectation of ) xt+1 is given by
xt+1 = FM(xt).

Thus the expected behavior of the genetic algorithm is described by two
matrices: fitness and selection behavior is contained in F and mixing behav-
ior is contained in M .

Theorem 0.6.2 The matrix M is nonnegative and symmetric, and for all
i, j satisfies 1 =

∑
kmi⊕k,j⊕k.

Next let W = (wi,j) be the Walsh matrix defined by

wi,j =
∏̀
k=1

r
k(bi21−kcmod2)

(j)

where rk(t) is the Rademacher function

ri(t) = 1− 2

(
b
t2i

N
cmod2

)
,

see [35]. The Walsh matrix is symmetric and orthogonal and satisfies

wi⊕j,k = wi,kwj,k.

Theorem 0.6.3 The matrix WM∗W is lower triangular, where M∗, the
twist of M is defined by

m∗i,j = mi⊕j,i.
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At this point we can regard the composition G = FM as a dynamical
system on the unit sphere S in the positive orthant of IRN since, except for
the origin, each equivalence class of ≡ has a unique member in S. Regarding
F as a map on S, its fixed points are the eigenvectors of F which are the
standard unit basis vectors u0, . . ., uN−1.

Theorem 0.6.4 The basin of attraction of the fixed point uj of F is given
by the intersection of S with the (solid) ellipsoid

∑
i

(
si
f(i)

f(j)

)2

< 1.

The following holds for fixed points x of M.

Theorem 0.6.5 Let x be a fixed point of M, then x is asymptotically
stable whenever the second largest eigenvalue of M∗ is less than 1/2.

In order to determine the second largest eigenvalue of M∗, the terms mi,j

must be calculated. Let the genetic algorithm perform a one-point crossover
every generation with probability χ and component by component bit flip
with probability µ (as in algorithm DG (54)). Then it can be shown, [72],
that

mi,j = (0.15)

(1− µ)`

2

[
η|i|

(
1− χ+

χ

`− 1

t−1∑
k=1

η−∆i,j,k

)

+η|j|
(

1− χ+
χ

`− 1

t−1∑
k=1

η∆i,j,k

)]
,

where η = µ/(1−µ), integers are to be regarded as bit vectors when occurring
in | · |, division by zero at µ = 0 and µ = 1 is to be removed by continuity,
and

∆i,j,k = |(2k − 1)⊗ i| − |(2k − 1)⊗ j|.

The following was proved in [47].

Theorem 0.6.6 The spectrum of M∗ is

(1− 2µ)|i|(1− χwid(i)/(L− 1))/2, i = 0, . . . , N − 1.

where wid(i) is the difference between the position of the highest non-zero bit
and the lowest non-zero bit of i for i > 0 and 0 otherwise.
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In particular

Corollary 0.6.7 If 0 < µ < 1/2 then the second largest eigenvalue of M∗
is 0.5− µ.

In addition there is a simulated annealing like result for genetic algo-
rithms. We follow Davis and Principe [17] and Suzuki [68]. In this it is
assumed that the points in Ω are sorted by decreasing fitness,

f(i0) ≥ f(i1) ≥ . . . ≥ f(iN−1).

Theorem 0.6.8 The stationary distribution q(µ)(s) for mutation probabil-
ity µ converges to the best population as µ → 0 and χ → 0 and the fitness
ratio converges to 0,

F = max
1≤j≤N−1,f(ij)6=f(ij+1

f(ij)

f(ij+1)
→ 0.

That is ∑
lim
F→0

lim
χ→0

[
lim
µ→0+

q(µ)(x)

]
→ 1,

where the sum is over those populations all of whose members are identical
and which evaluate to the maximum fitness.
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[6] Bäck, Thomas, Hoffmeister, Frank and Schwefel, Hans-Paul (1991), A
Survey of Evolution Strategies, Proc. of the Fourth International Con-
ference on Genetic Algorithms, Morgan Kaufman, San Mateo, CA, 2-9.

[7] Bélisle, Claude (1992), Convergence theorems for a class of simulated
annealing algorithms on Rd. J. Appl. Prob. 29, 885–895.

[8] Boender, G. and Rinnooy Kan, A. (1987), Bayesian Stopping Rules for
Multistart Optimization Methods, Math. Programming, 37, pp 59–80.

[9] Byrd, Richard H., Dert, Cornelius L., Rinnooy Kan, Alexander H.G.,
and Schnabel, Robert B. (1990), Concurrent Stochastic Methods for
Global Optimization, Math. Programming, 46, 1-29.

72



[10] Catoni, O. (1991), Sharp Large Deviations Estimates for Simulated An-
nealing Algorithms, Ann. Inst. Henri Poincaré, Probabilités et Statis-
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