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Abstract We use methods from Markov chain theory to analyze the performance
of some simple GA models on a class of deceptive objective functions. We consider
the invariant distribution, the average expected hitting time, the mixing rate, and
limits of these quantities as the objective function becomes more and more highly
skewed.

1 Introduction

The most extensive use to which Genetic Algorithms (GAs) have been put has been
to solving optimization problems. Yet despite a great deal of empirical work, very
little is known about how the parameters of the algorithm actually impact the effi-
cacy of the search.

What is known is that, mathematically, a GA is an instance of a Markov chain, of-
ten taken to be time-homogeneous. The casting of a GA as a Markov chains seems to
have first been done independently in [2, 3, 4] and [14, 10]. These papers studied two
different models of GAs as Markov chains and investigated their convergence prop-
erties, as either a control parameter went to zero [4] or as population size becomes
unbounded [10]. Since then there has been a wealth of other work on convergence
properties of GAs and other evolutionary algorithms (for example, [5, 7, 11, 12] and
the references therein).
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One of the most fundamental properties of such a chain is the existence of a
stationary distribution to which the chain converges as it undergoes iteration. Other
than knowing that the convergence rate to the stationary distribution is geometric
based on general principles, this is a largely unexplored aspect of GA research. What
characterizes that distribution? What sort of stationary distribution should be striven
for? How do the specific mechanisms of the GA affect the stationary distribution?
How quickly does the chain tend to it and how do the mechanisms of the GA affect
this? Even more fundamentally, is the convergence rate a good way to gauge the
efficacy of genetic algorithm?

These are important concepts for Markov Chain-based optimizers because they
related to the degree to which this kind of search methodology wastes cycles trapped
in a sub-optimal basins. In particular this applies to Genetic Algorithm methodolo-
gies. In this study we investigate these questions by working on a range of small but
representative problems. Problems for which there is a characteristic size parameter
which can be adjusted to allow, in many cases, exact computations.

The paper is organized as follows. Section 2 presents some background and es-
tablishes notation. This section also introduces the simple class of problems we
use as a benchmark. Section 3 discusses expected hitting time as a means of com-
paring two different search strategies and uses two different (and simple) random
walk models as illustrations and as a baseline to which to compare the GAs of the
following sections. Section 4 presents some results on a style of GA as originally
described by Holland. Section 5 presents results on two variations of a simple-GA
(strongly related to, but not the identical to, the “simple GA” studied by others).
Section 6 introduces a new, very straightforward GA which uses random shuffles
for “crossover” and analyzes the performance of this algorithm. Finally, section 7
contains some general conclusions and a brief discussion of further directions for
investigation.

2 Preliminaries

We consider the problem of optimizing (usually maximizing) the function f : X→
R, where X is finite. We make no assumptions as to the nature of the set X, but
for many practical problems X has some extra structure (such as being a subset of
Rd). The algorithms we examine are all iterative in that they produce a sequence
(xn) of potential solutions, hopefully getting better as the iterations proceed. The
iterations are usually local in the sense that xn+1 is chosen as a perturbation from
some neighborhood of xn. In this way, each such search algorithm defines a topology
(via neighborhood systems) on X which gives X the structure of a graph. Thus, given
x ∈ X the neighborhood, N(x), of x is the set of all y ∈ X which are adjacent to x.
By the convention in graph theory, x /∈ N(x) and N[x] = N(x)∪{x} is the closed
neighborhood of x.

Once the state space X has a topology then the objective function f establishes
local maxima (and of course minima) as follows. A local maximum is a real value
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v∗ such that for some x∗ ∈ X

f (x∗) = v∗, and f (x)≤ v∗ for all x ∈ N(x∗).

We refer to x∗ as a local maximizer. If N(x∗) can be taken as X in the above, then
v∗ is the global maximum and x∗ is a global maximizer. Given a local maximizer
x∗ ∈ X, its basin, Bx∗ is defined as the set of all x ∈ X for which there exists a
sequence x = x0,x1,x2, . . . ,xn = x∗ with xi ∈ N(xi−1) and f (xi)≥ f (xi−1). Note that
the set of all basins forms a covering of X but if x and y are two local maxima it is
possible for Bx∩By 6= /0.

The basin structure of a search plays a key role in its performance. It can fairly
be said that the central problem of optimization is to avoid becoming trapped in
sub-optimal basins. This is seen as follows.

Let f : X→ R be problem for which there is a single basin, a uni-basin search.
Then for any starting point x0, its neighborhood N(x0) contains a point x1 such that
f (x1) ≤ f (x0). Now repeat these steps with x1. Eventually this process will lead to
the global minimizer. In other words there is a downhill path leading to the global
minimizer. Of course this is only of value if the neighborhoods are small enough
that a downhill improvement can be quickly found. That is not case if, for example,
the entire space X happens to be the neighborhood of each point. We refer to this as
the maximal topology.

On the other hand, if neighborhoods are small in a practical way, then being
uni-basin is a tremendous help in locating the problem’s global minimizer.

Consider the following example which we will use often in the sequel. For an
integer n > 1, let the function sn : [0,n−1]→ R be defined according to

sn(x) =

{
n+1−nx, if x ∈ [0,1],
x, if x ∈ [1,n−1].

We call this the sandia-n function. Since all our examples have finite state spaces,
we generally sample the function at equally spaced points. For methodologies whose
states are bit sequences, sandia-4 is a 2-bit problem with domain {0,1,2,3}, thought
of in binary as {00,01,10,11}. Similarly sandia-8 is a 3-bit problem on the domain
{000,001, . . . ,111}. In the event that we restrict its domain, we will still refer to it as
the sandia-n function. The goal of a search applied to the sandia-n function is to find
its global maximum, which occurs at x = 0. As defined above sandia-n is a 2-basin
function and it’s graph is shown in fig. 1a. For a more complicated example we can
add another basin (hilltop) to the basic sandia function. This is shown in fig. 1b.

We use these sandia functions since they are simple examples of deceptive ob-
jective functions.
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Fig. 1 a) the basic sandia-n function b) the sandia 3-basin function

2.1 Random search and Markov chains

The iterative search methods that we examine will all incorporate some element of
randomness and so can be thought of as (biased or guided) random searches on X.
In addition, all of these strategies will have the property that xn+1 depends only on
xn and thus they can be modeled as Markov chains. If a method has no parameters
that vary with iteration, then the chain is (time) homogeneous and (almost always)
has an associated invariant distribution. This is a probability distribution π on X.
Under mild conditions, from any given starting point, as the number of iterations
increases, the proportion of time spent in any given state x ∈ X will converge to πx.

For any two states x and y, let pxy be the probability of a transition from x to y
in one iteration and let the transition matrix be given by P = (pxy). The invariant
distribution satisfies πP = π (here π is considered as a row vector). The matrix P
characterizes the search. From it one can calculate various measures of the efficacy
of the search, two of these are the rate of convergence and the expected hitting time.
Powers of P show how easy or difficult it is to get between states in a stochastic
sense. For instance, the entries of P2 give the probability of getting between two
states in two iterations. By itself P shows how likely it is to get between any two
states in one iteration. In this way it defines the neighborhood of each state, namely
those for which the transition probability is positive.

If P is irreducible and aperiodic (see [1]), as t → ∞ the rows of Pt converge to
the invariant distribution π . The rate of this convergence is the mixing time of the
search. In fig. 2 we show the invariant distributions of two of the algorithms we
study in this article.

2.2 Boltzmann Distribution and Simulated Annealing

Simulated annealing (SA) is an optimization method inspired by statistical mechan-
ics. It seeks to minimize “energy” E over the state space, for a positively valued
function E : X→ [0,∞). At the heart of SA is the Metropolis-Hastings algothim
in which states are proposed for the next iteration and either accepted or not. Thus
an iteration consists of two processes, the proposal or generation process in which,
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Fig. 2 a) Holland Algorithm b) simple GA

from a given state x, a state y is selected from N(x), and proposed for the next iter-
ation. This process may be defined by a matrix

(
gxy
)

where the element gxy is the
probability of proposing y from x. If E(y) < E(x), then y is accepted and becomes
the state for the next iteration. However if ∆E = E(y)−E(x)> 0, then y is accepted
on the basis of a side experiment with acceptance probability e−

∆E
kT . In this, k is a

constant and T a parameter of the process (which usually changes with iteration
count in SA). If y is not accepted, then x is retained to start the next iteration.

For the purposes of our discussion here, we will take T = k = 1 for simplicity. Of
course, the choice of the combination kT will influence the convergence properties
of the resulting Markov chain.

If axy denotes the probability of accepting a transition from x to y, then the tran-
sition probability matrix becomes

pxy = gxyaxy and pxx = 1−∑
y 6=x

pxy.

Now suppose the proposal process is symmetric, gxy = gyx. Then the following re-
lationship holds between every two states x and y

e−E(x)pxy = e−E(y)pyx. (1)

This relationship is called detailed balance. To prove it, we may assume without
loss of generality that E(x)< E(y), then axy = e−E(y)+E(x) while ayx = 1. Hence

e−E(x)pxy = e−E(x)gxyaxy = e−E(x)gyx
e−E(y)

e−E(x)

= e−E(y)gyxayx = e−E(y)pyx. (2)

From detailed balance it follows that the invariant distribution is proportional to

πx ∝ e−E(x).

In fact πx = e−E(x)/∑y∈X e−E(y). This is called the Boltzmann distribution. Note that
the sum appearing in the denominator is generally not known.
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If now the purpose is to maximize a function f : X→ R we may still use the
Metropolis-Hastings algorithm by defining energy E(x) in such a way that

f (x) = e−E(x).

Then the acceptance process becomes as follows: if f (y)> f (x) so that E(y)<E(x),
then y is accepted (with probability 1). Otherwise y is accepted with probability

e−(E(y)−E(x)) =
e−E(y)

e−E(x)
=

f (y)
f (x)

.

In this we continue to assume a symmetric proposal matrix. Thus the invariant dis-
tribution of the process is proportional to the exponential of the objective function,
πx ∝ exp(− f (x)).

Even if the proposal process is not symmetric we may still recover the Boltzmann
distribution if detailed balance can be enforced,

f (x)gxyaxy = f (y)gyxayx. (3)

But now put

axy = min
(

1,
f (y)gyx

f (x)gxy

)
. (4)

If the ratio is bigger than 1, then axy = 1 and, since then the inverse ratio will be less
than 1, it follows that ayx =

(
f (x)gxy/ f (y)gyx

)
. Substituting these quantities into the

detailed balance equation (1), confirms it continues to be valid.
What is remarkable is that the Metropolis-Hastings method allows one to take a

very general process, that given by gxy, and modify it to have exactly the distribu-
tion you desire by adding an acceptance phase. We use this idea in Section 6 in order
to control the invariant distribution of the genetic algorithm described in that sec-
tion. Notice, however, that equation (3) requires that gxy 6= 0⇔ gyx 6= 0. Of course
this is true if g is symmetric, but this condition often prevents one from using this
mechanism to enforce a desired invariant distribution for a given search process.

3 Expected Hitting Time as a Means of Comparison

In employing a search methodology we are interested in how long it might take to
find a suitable solution, be it a global maximizer or perhaps just something good
enough for our purposes. The most direct answer to this is the expected hitting time.
Very simply this is the expected number of iterations that will be required to reach
whatever goal we set. Since the methodology is stochastic we must settle for the
probabilistically expected time.

Were it possible to know the transition probability matrix, P = (pi j), of the
method then we could proceed as follows. For any goal state, g, the expected hitting
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time when starting in this state is evidently 1, Eg = 1. For any other state x, the time
is 1 plus whatever time is expected for any state y we may transition to from x, thus

E(x) = 1+ ∑
y∈X

pxyE(y).

This leads to a system of equations,

(1− p11)E1 −p12E2 . . . −p1nEn = 1
−p21E1 (1− p22)E2 . . . −p2nEn = 1

...
...

. . .
...

...
−pn1E1 −pn2E2 . . . (1− pnn)En = 1

(5)

Note that the pattern above is for non-goal rows and that for them the sum of the
coefficients in any row is 0.

The solution of this system gives the expected hitting time from each state. If we
also take into account the starting process, for example starting equally likely over
all possible states, the weighted average with the E ′s gives the expecting hitting
time for the methodology. As in [1, 8], we can use matrix methods to find these
quantities. Suppose that we wish to find the hitting time to the subset G ⊆ X. Let
α̂ and P̂ be the restriction of the starting distribution α and transition matrix P to
X \G. Furthermore, let 1 denote a vector (of appropriate length) with all entries
having the value 1. Then we see that (5) yeilds

EHT = average expected hitting time = α̂
T (I− P̂)−11. (6)

For an example, consider the domain D = {0, 1
2 ,1,

3
2 ,2, . . . ,n− 1} along with

the sandia-n function sn(·). In this topology sn has two basins, B0 = {0, 1
2 ,1} and

Bn = {1, 3
2 ,2, . . . ,n− 1}. For solving this problem we try a random walk search in

which the neighborhood of x are the two states x±1/2, or the single adjacent state
at the end points 0 and n−1. The walk selects a point from the neighborhood of its
present iteration with probability p if the function value is uphill and q = 1− p if
downhill. At x = 1 both adjacent points are uphill so the next iterate is selected from
these equally likely.

Decomposing on the first iterate, the expectation Ex from an interior point in Bn
satisfies Ex = 1+qEx−1 + pEx+1. Writing the similar equation for each x ∈ D leads
to a system of 2n−2 linear equations that is easily solved. Fig 3 shows the expected
hitting times for this problem with the choices p = 0.6 and q = 1− p = 0.4. Starting
the search from any point equally likely gives an overall expected hitting time to the
global minimizer at x = 0 of 1784 iterations. To gauge the effect of basins, starting
from a point in B0 the expected hitting time to the global minimizer at x = 0 is 574
and from a point in Bn it is 1979. Even more dramatically, switching things around
and regarding x = 7 as the goal gives the basin expectations as 67 from B0 and 34
from Bn.

Interestingly, for this example problem the minimal overall expected hitting time
occurs when p ≈ 0.2564, significantly less than the balanced case of p = 1/2. The
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Fig. 3 Expected iterations to find the goal x = 0 starting from x, with p = 0.6 and q = 0.4 in the
sandia-8 problem.

explanation for this is that if we start in any state x> 1, we need to take many “down-
hill” steps to get to the other side where the global maximum occurs. To obtain this
value for the minimal overall expected hitting time, we computed (6) explicitly with
α = (1/15)1 to obtain an expression for EHT:

7 p12−3 p11+171 p10−745 p9+2450 p8−5616 p7+9224 p6−10892 p5+9207 p4−5451 p3+2155 p2−513 p+56
15p(1−p)11 .

Notice that the numerator and denominator are polynomials of the same degree and
that the expected hitting time becomes unbounded as p→ 0 or p→ 1.

Under a small modification this random walk search becomes similar to a simu-
lated anneal (see Section 2.2). If an uphill neighbor is chosen, then make that move
with certainty. For a downhill neighbor, make the move with probability q, otherwise
stay put. This is similar to a fixed temperature anneal; a true anneal is realized by
having q tend to zero (in some fashion) with iteration count. Again, by decomposing
on the first iteration, we can develop the system of expectations for calculating the
hitting time. For a general state x, we have

Ex = 1+
1
2

Eu +
1
2

qEd +(
1
2
− q

2
)Ex,

where u is the uphill neighbor of x and d the downhill neighbor. In this 1/2 is the
chance of picking each of the neighbors, and 1/2− q/2 is the chance of staying
at x. Incredibly, even though there are only 15 states in X, taking q = 0.4 gives an
expected hitting time of 800,962 for equally likely starting. This shows how basins
play a key role in optimal search. As a point of interest, it is easy to show that EHT
is a decreasing function of q for this example and thus the minimum value for EHT
of 385/3 = 128.333 occurs for q = 1. In fact, we can compute that
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EHT =
385

3
+

3549
5

(1−q)+O((1−q)2),

and so the average expected hitting time increases fairly rapidly as we decrease q
from 1. Of course, for q = 0 the expected hitting time starting from any state x > 1
is infinite. Again we see that for this sandia-n problem it better to take the downhill
steps to avoid getting trapped.

Finally, for q = 1, the process is a symmetric random walk on X with reflect-
ing barriers at both ends. This problem is fairly elementary and also very classical.
One can easily compute (or lookup in a reference) that when X has n points with a
maximum at x = 0, we have EHT = (n− 1)(4n− 5)/6. Recall that q = 1 gives a
minimum for EHT and so EHT grows (at least) quadratically as a function of the
size of X.

For for q ∈ (0,1) the Markov chain is irreducible and aperiodic and thus has a
unique invariant distribution which we can easily calculate as

πq =
1
S
(q10,2q11,2q12,2q11,2q10,2q9, . . . ,2q4,2q3,2q2,2q1,1),

where S is a normalizing constant. Notice that πq places the greatest mass near the
local maximum at the right hand end point. This is clearly undesirable. When q = 0
or q= 1, the chain does not have a unique invariant distribution. From general theory
of Markov chains, the size of the second largest (in modulus) eigenvalue controls
the rate at which the process converges to the stationary distribution (see [9]). When
q = 0, there are two absorbing states and thus two eigenvalues equal to 1, but then
the next largest eigenvalue is 1/2; thus the convergence is rather fast in this case.
However, of course the process is most likely to converge to the local maximum, so
it is normally converging to the wrong value! When q = 1, the chain has period two
and thus again has no unique stationary distribution. In this case, there are again two
eigenvalues of absolute value 1, and then the next largest eigenvalue (in modulus)
is approximately 0.901, so the convergence, to the period two behaviour, is a bit
slower but still not so bad.

The lesson to be drawn from this example is that, while it is nice to have fast
convergence, we need to be careful to what we are converging. For this reason we
focus on the expected hitting time rather than on mixing times or convergence rates.

“No Free Lunch” considerations

The famous ”No Free Lunch” theorem (see [16]) might seem to indicate that it is
pointless to discuss differences between search algorithms since, when averaged
over all possible objective functions, they all do equally well (or poorly). Of course,
as is discussed in [15], another interpretation is that the theorem emphasizes that we
should match a problem with the correct algorithm.
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As originally framed in [16], the result applies only to algorithms which do not
revisit states. Since implementing this restriction requires either some method of
generating elements of X with no repetition or keeping a list of all states which have
been visited and then using something like rejection sampling, this result is of more
theoretical than practical importance for our considerations. In particular, almost no
random search methods satisfy this restriction.

In the world of random search methods it is clear that there are some Markov
chains which do worse, even when averaged over all possible locations for the max-
imum, than others. For instance, if the Markov chain is reducible, then the expected
hitting time from some x to some other y can be infinite. Not surprisingly, the small-
est EHT comes from a search which does not revisit states; this type of random
search is more like a random permutation of X or random sampling without replace-
ment. Again, implementing such an algorithm is usually completely impractical.

Theorem 1. Let |X| = N. Then we have that N+1
2 ≤ EHT for any random search

method on X.

Proof. Let Xn be an Ω -valued process where, with no loss of generality, we assume
EHT < ∞. Define X̃n by X̃1 = X1 and for n≥ 1

X̃n+1 = Xm, m = inf{t ≥ 1 : Xt 6∈ {X̃1, X̃2, . . . , X̃n}}

(so that X̃n is the process Xn with all repeated states removed).
For each x ∈ Ω and any process Yn on Ω , let HT (Yn,x) = inf{n : Yn = x} be the

first hitting time to state x for the process Yn. Now, clearly HT (X̃n,x) ≤ HT (Xn,x)
for all x and

∑
x∈Ω

HT (X̃n,x) =
N

∑
i=1

i =
N(N +1)

2

and thus
N(N +1)

2
= ∑

x∈Ω

HT (X̂n,x)≤ ∑
x∈Ω

HT (Xn,x).

Taking expectations, we get

N(N +1)
2

= E

[
∑

x∈Ω

HT (X̂n,x)

]
≤ E

[
∑

x∈Ω

HT (Xn,x)

]
.

Therefore,
N +1

2
≤ 1

N ∑
x∈Ω

E [HT (Xn,x)] = EHT. (7)

ut

The quantity (N + 1)/2 is the number of samples you expect to need if you are
looking for something and you randomly sample without replacement. The inequal-
ity (7) is the simple fact that the fastest way to perform a random search is to sample
without replacement.
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The random targets lemma (see [9]) can be interpreted as giving some guidance
if we have some prior knowledge about the distribution of where in X we expect the
maximum to occur. Specifically, if we believe that the distribution π on X describes
likely occurances of the maximum for our class of functions, then we should try to
use a search process whose behaviour mimics π .

4 The Holland Genetic Algorithm

We now move on to a discussion of basins and hitting times for Genetic Algorithms.
We start with the genetic algorithm as John Holland defined it (approximately, the
inversion operator there will be disposed of) [6]. A population P is a fixed-size
collection of states from the state space X, say of cardinality Z. The collection is not
ordered and can contain duplications. The elements of a population are often called
chromosomes or individuals. Further, by the fitness of a chromosome we mean the
(strictly positive) objective value f (x). A genetic algorithm is designed to maximize
fitness. As a search methodology, a GA iteration consists of 3 steps: cross-over,
mutation, and selection.

Cross-over is accomplished by selecting two chromosomes, y1, y2, from P by
the technique known as roulette wheel. This means the probability of selecting
x ∈ P is proportional to its fitness. If ΣP is the a sum of the fitnesses of the
chromosomes of P , the probability for x is f (x)/ΣP . Since some, or all, of the
chromosome of P could be the same, we make no effort to assure the two selected
are distinct. With y1 and y2 as arguments, a binary operation is performed on them
to give a result y. This operation is called cross-over and is often stochastic. If the
states are given as strings of bits, and this is the classical situation, then cross-over
means to divide both arrays between the kth and k+ 1st elements and interchange
the bits between the arguments from k+1 on. Here k is an integer from 1 up to the
length of the bit arrays minus 1. One of the resulting two bit arrays is selected as the
offspring y.

The next operation in the Holland algorithm is mutation. This is a unary stochas-
tic operation on y producing the result y′. If y is a bit array, the Holland algorithm
“flips” each bit with some small probability pm. If a given bit is 0, it is changed to 1
with probability pm and if 1, it is changed to 0.

Finally selection in this algorithm means to select one of the original population
chromosomes equally likely, say x j where j ∈ {1,2, . . . ,Z}. Once x j is selected, it
is replaced by y′ completing the iteration to produce the next generation. In this
algorithm it would be more appropriate to called this operation replacement.

One sees that the search space for the GA is the set of all populations from X
of size Z; call this set Ω . The neighborhood of a any P ∈ Ω is defined by the
details of cross-over, mutation, and selection. The next iterate, {x1, . . . ,y′, . . . ,xZ} is
by definition in this neighborhood.

To study this algorithm we chose a very small example: the sandia-4 problem
using a population size 3 GA. We use X = {0,1,2,3} which we represent in bits,
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so X= {00,01,10,11} (alternatively as a shorthand we also use X= {A,B,C,D}).
The fitnesses given by the sandia-4 function are f (0) = 4, f (1) = 1, f (2) = 2, and
f (3) = 3. Populations can be represented as a multiset, for example {00,00,10} or
equivalently {A,A,C} or as a type-count array. In the latter, for an array indexed
by the original states (of X) enter the multiplicity of that state in the population.
For typical problems, this array has a length in the millions or more, but here it
has length 4. For example, using this type-count array representation the population
above becomes (2,0,1,0) since {A,A,C} contains two copies of A, one copy of C
and no copies of either B or D.

In the Holland algorithm for the sandia-4 problem cross-over has only a bit length
of 2 to work on. Therefore there is only 1 possibility for the position of cross-over,
namely k = 1. The choice of the two resulting “offspring” is 50-50. For mutation,
let the mutation probability be pm, for example 0.2. Since every bit is subject to
a possible flip, it means any state can be the result of mutation. Finally selection
(replacement) is equally likely and thus there is a 1/3 chance of replacing any one
chromosome.

By well-known combinatorics, namely the “stars and bars” formula, the size of
Ω is

(4+3−1
3

)
= 20. Given all this information, it is straightforward to find explicit

expressions for all the entries of the 20×20 transition matrix P for this chain.
To illustrate, we show the calculation for one row of the table, the row indexed

by AAB. The sum of fitnesses for this population is 9 and therefore the chance of
choosing A is 8/9 and B is 1/9. If the pair chosen for cross-over is AA, with prob-
ability ( 8

9 )
2, then the result of cross-over will be A or 00. Letting qm = 1− pm,

under mutation this becomes A with probability q2
m, or B or C each with probability

qm pm or D with probability p2
m. Finally considering replacement, an A in the origi-

nal population has 2/3 chance of being replaced. Furthermore, replacing it with an
A, via this line of reasoning, has probability ( 8

9 )
2q2

m, with B or C has probability
( 8

9 )
2 pmqm, and with D the probability is ( 8

9 )
2 p2

m. In summary,

Pr(AAB→ AAA|A ) = q2
m, Pr(AAB→ AAB|A ) = pmqm,

Pr(AAB→ AAC|A ) = pmqm, Pr(AAB→ AAD|A ) = p2
m,

where A = { the two parents chosen for crossover are AA}. Using this reasoning,
the transitions from state AAB are (with r = 8

9 and s = 1
9 )

Pr(AAB→ AAA) = 1
3 q(rq+ sp), Pr(AAB→ AAC) = 1

3 p(rq+ sp),
Pr(AAB→ AAD) = 1

3 p(rp+ sq), Pr(AAB→ ABB) = 2
3 q(rp+ sq),

Pr(AAB→ ABC) = 2
3 p(rq+ sp), Pr(AAB→ ABD) = 2

3 p(rp+ sq),
Pr(AAB→ AAB) = 2

3 q(rq+ sp)+ 1
3 q(rp+ sq).

Other transitions with exactly two distinct chromosomes are similar to this only
with different values for r and s = 1−r. We will leave the further calculations to the
reader.

Turning to the neighborhood system, the calculation is simple: since the mutation
step can produce any of the chromosomes, to get the neighbors, it is merely a matter
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of replacing each of the starting chromosomes with the states, A,B,C,D, one at a
time. In table 1 we give the possible transitions. A “�” in the entry means the
indicated transition is possible and therefore this population is in the neighborhood
of the antecedent, otherwise an empty cell indicates that the transition is impossible.

Table 1 Allowable transitions for the Holland Algorithm

A A A A A A A A A A B B B B B B C C C D
A A A A B B B C C D B B B C C D C C D D
A B C D B C D C D D B C D C D D C D D D

AAA � � � �
AAB � � � � � � �
AAC � � � � � �
AAD � � � � � � �
ABB � � � � � � �
ABC � � � � � � � � � �
ABD � � � � � � � � � �
ACC � � � � � � �
ACD � � � � � � � � � �
ADD � � � � � � �
BBB � � � �
BBC � � � � � � �
BBD � � � � � � �
BCC � � � � � � �
BCD � � � � � � � � � �
BDD � � � � � � �
CCC � � � �
CCD � � � � � � �
CDD � � � � � � �
DDD � � � �

Looking at table 1 we see that more diverse populations have larger neighbor-
hoods, thus for the purpose of mixing it is desirable to have diverse populations.
This is true generally independent of any objective.

In order to define basins, it is necessary for us to assign a fitness to populations.
Since every chromosome is evaluated, it makes natural sense to make the population
fitness equal to the maximum of the fitnesses of its chromosomes. In table 2 we show
the population fitnesses. From the table we see a profound effect, the global basin
has expanded out to encompass one half the search space (in this small example,
at least). In addition to that, there are no local minima because, since the mutation
operation can create any chromosome, the chromosome A will always be in the
neighborhood of any population.

From the transition matrix we can compute the expected number of iterations
of the GA in order to find the global maximum. Assuming equally likely starting,
i.e chose A,B,C,D equally likely for each of the 3 population chromosomes, the
hitting time for the 2-bit sandia-n problem is given in table 3. This is a substantial
improvement over the random walk search. The table also shows hitting times for the
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Table 2 Population Fitness of the 3-sized population for the sandia objective.

A A A A A A A A A A B B B B B B C C C D
A A A A B B B C C D B B B C C D C C D D
A B C D B C D C D D B C D C D D C D D D

4 4 4 4 4 4 4 4 4 4 1 2 3 2 3 3 2 3 3 3

3 and 4 bit problems. These increase the population size to 120 and 816 respectively.
By adding another basin (hilltop) the times increase a little.

Table 3 Expected Hitting Time for the Holland Algorithm

2-bit 3-bit 4-bit
original sandia 5.7 7.0 10.2
sandia 3 basin 6.1 7.6 10.9

In figure 4 is shown the relationship between EHT and the probability of a bit
mutation, pm, for the sandia-16 function using four bits. The plots show results for
both the standard sandia function (with two basins) and a three basin variation. It is
interesting to observe that the minimum value for EHT occurs at pm ≈ 0.73 for both
test functions.

Fig. 4 Expected iterations for the Holland algorithm to find the goal x= 0 starting uniformly versus
the mutation probability pm for the 4-bit sandia problem. In both graphs the minimum occurs at
pm = 0.73.
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5 A Simple Genetic Algorithm

The second Genetic algorithm we investigate is what we will call the simple-GA.
The generation cycle in our simple-GA consists of four stages: (1) cross-over, (2)
selection, (3) mutation, and (4) selection again. These are given as follows.

For cross-over we choose two members of the population equally likely and per-
form a standard one-point cross-over of their bit strings. Again, the cross-over point
k is also chosen equally likely. One of the offsprings is chosen equally likely and
added to the augmented population.

We bring the population back to its original size by a selection operation, or more
accurately a select-out operation. This is roulette wheel-based with the probability
of selecting out a given individual in proportion to the negative exponential of its
fitness,

Pr(select-out x) ∝ exp(−µ ·fitness(x)).

In this µ is a parameter of the algorithm; we call it the fitness multiplier. For µ

less than 1 the differences between fitnesses are mollified while for µ bigger than 1
fitnesses are exaggerated. For example if fA = fitness(A) = 4 and fB = fitness(B) =
1, then exp(− fA) = 0.0183 and exp(− fB) = 0.3679 for a ratio B to A of 20. But for
µ = 0.5 the ratio is 4.48.

Next a member of the resulting population is selected equally likely for bit-
mutation; from this one a bit is selected equally likely and flipped. This is followed
once again by the same select-out process as above.

To study this algorithm we chose the sandia-n problem using 2, 3 and 4 bits
together with a population size of 3. In this algorithm there are genuine popula-
tion basins because only one bit is mutated in each generation. As with the ob-
jective itself, there are two basins. The goal basin is any population containing
A = (0,0, . . . ,0). The other basin is any population not containing A. In the 4-bit
problem, of the 816 populations, 136 contain the allele A. In the general m-bit prob-
lem, out of the

(2m+3−1
3

)
possible populations, 2m−1(2m + 1) contain the allele A.

Clearly the proportionate size of the “goal” basin decays to zero very quickly as
m→ ∞.

We can compute the transition probability matrix and figure how likely it is to
get from the “farthest” population from the goal to the goal. In the 2-bit problem,
to get from the population P = {D = (1,1),D,D}, to any population containing
A is a two-step process because only one bit can be flipped in a generation. Taking
the fitness multiplier µ = ln(2) (so that e−µ f = 2− f ), the probability of a transi-
tion from {D,D,D} to {C,D,D} is 3/10 and to {B,D,D} is 3/14. From {C,D,D}
it is possible to get to populations containing A in one step, namely {A,C,C}, for
which the transition occurs with probability 2/297, or to {A,C,D} with probability
976/13365, or to {A,D,D} with probability 56/1215. Thus the probability of tran-
sitioning in one step from {C,D,D} to some population containing the individual
A is 1682/13365≈ 0.126. Similarly the probability of a single step transition from
{B,D,D} to any population containing A is 550/5187 ≈ 0.106. With this type of
reasoning, we can compute that the probability of a transition from {D,D,D} to
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any population containing the goal state in two steps is approximately 0.064. The
invariant distribution is shown in fig. 5. In addition, table 4 shows the allowable tran-
sitions. Comparing this table with table 1 we see that the simple-GA allows many
more transitions than the Holland-style GA did.

Table 4 Allowable transitions for the simple-GA

A A A A A A A A A A B B B B B B C C C D
A A A A B B B C C D B B B C C D C C D D
A B C D B C D C D D B C D C D D C D D D

AAA � � �
AAB � � � � � � � � � �
AAC � � � � � � � � � �
AAD � � � � � � � � � � � � � � �
ABB � � � � � � � � � �
ABC � � � � � � � � � � � � � � � � � � �
ABD � � � � � � � � � � � � � � � � � � �
ACC � � � � � � � � � �
ACD � � � � � � � � � � � � � � � � � � �
ADD � � � � � � � � � � � � � � �
BBB � � �
BBC � � � � � � � � � � � � � � �
BBD � � � � � � � � � �
BCC � � � � � � � � � � � � � � �
BCD � � � � � � � � � � � � � � � � � � �
BDD � � � � � � � � � �
CCC � � �
CCD � � � � � � � � � �
CDD � � � � � � � � � �
DDD � � �

Fig. 2b shows the invariant distribution for the 3-bit version (so the function is
sandia-8), where Ω contains 120 distinct populations. From this figure one can see
that the algorithm spends very little time in the states between basins. Therefore it
takes a great deal of time to get out of the local maximum basin.

Fig. 5 Invariant distribution for simple-GA (original and modified) on sandia-4 problem.
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Using the expected hitting time to a population containing A, we can make some
comparisons. First the expected hitting time for uniform start-up for the 2, 3, and
4 bit problems are given in table 5. In this we have taken the fitness multiplier at
µ = 0.2. In fig. 6 we show the dependence of the hitting time on µ . As can be
seen in the figures, the hitting time is much lower for µ taking small values. These
correspond to the selection process evening out the differences in fitnesses between
population members. This results in allowing greater diversity in the population.

We also compare with the three basin problem as shown in fig. 1b. The results
are given in table 5 where is it seen that the extra basin resulted in a proportionately
greater hitting time for the 4-bit version of the problem.

Fig. 6 a) for the 3-bit problem b) for the 4-bit problem

Table 5 Expected Hitting Time for the Simple GA

2-bit 3-bit 4-bit
original sandia 3.1 6.4 38.8
sandia 3 basin 3.2 7.1 48.2

Having an explicit symbolic form for the transition matrix enables us to do some
analytical experiments. For instance, modify the standard sandia-4 function on X=
{00,01,10,11} to be f (00) = 4n, f (01) = n, f (10) = 2n, f (11) = 3n (so n times the
standard sandia-4 function values). Then taking the limit as n→ ∞, one expects to
get absorbing states at the two populations {00,00,00} and {11,11,11}. However,
it is very interesting that the state {00,11,11} is also an absorbing state for the
limiting chain. Of course the limiting chain does not arise from any fitness function,
but it indicates how the chain behaves for a very skewed objective.

If instead we use the function values f (00) = n, f (01) = 2n, f (10) = 3n, f (11) =
4n, then the population {11,11,11} is the only absorbing state as expected.

Varying the selection in the simple-GA

As another slight variation on the simple-GA, we keep the same crossover and mu-
tation but modify the selection mechanisms. For the first selection (after crossover),
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we deterministically remove the least-fit individual; if there is a tie, we choose
equally likely. For the second selection (after mutation), we use a roulette wheel
selection but instead of “selecting out” we “select in” without replacement. More
specifically, given the four individuals after mutation, we select one proportional to
fitness and add it to the new population. Then we select another one proportional
to fitness but now conditioned to the sub-population of those which have not yet
been chosen. We do this again, now choosing one of the two remaining individuals.
This results in a more involved algorithm to implement and in much more com-
plicated formulas for the entries of the transition matrix. The question is: does this
significantly change the performance of the GA?

First we see from a plot of the invariant distribution (second image in figure 5)
that the modification causes more of the mass to be on the “good” states (compare
two plots in figure 5). However, surprisingly, we calculate EHT for the modification
at 8.74 which is quite a bit higher than EHT of 3.1 from table 5. This is another indi-
cation that at times EHT and the invariant distribution are competing and measuring
two completely different things. It is likely that the difference in EHT between the
two variations has more to do with the change in the first selection than the second.
The problem is that if you on the “wrong” side of the sandia-4 function, you need
to move “downhill’ in order to find the optimal point. However, the modified first
selection discourages this and so on average it takes longer with the modification
than without.

Another unexpected result from the change in the first selection is that, when the
fitness values change, it is possible for a transition from one population to another
to appear or disappear. For example, there are fifteen possible transitions from the
population {00,00,11} when the fitness values are all equal, but only six with the
sandia-4 objective function. In fact, 56 out of the 172 allowable transitions with
a constant objective function disappear when we change to the sandia-4 objective
function. (For reference, the allowable connections for the constant objective are
the same as given in table 4.) This is a significant difference in the structure of the
directed graph which underlies the Markov chain.

As in the (unmodified) simple-GA, taking a limit with ever more skewed sandia-4
function values results in the same three absorbing states, the populations {00,00,00},
{00,11,11} and {11,11,11}. Thus this feature of the algorithm remains unchanged.

Non-uniform invariant distribution under equal fitness

A very interesting observation is that even when the objective function is constant,
so that all individuals in X have the same fitness value for the GA, the invariant
distribution is not uniform over Ω , the set of populations. Even without selection
pressure, the details of the crossover and mutation give constraints on the allowable
transitions which, in turn, create bottlenecks for the chain and lead to a non-uniform
invariant distribution.

As an example of a non-uniform distribution, for the simple-GA the invariant
distribution for equal fitness values is



Limiting distribution and mixing time for genetic algorithms 19

Table 6 Allowable transitions for modified simple-GA for sandia-4

A A A A A A A A A A B B B B B B C C C D
A A A A B B B C C D B B B C C D C C D D
A B C D B C D C D D B C D C D D C D D D

AAA � � �
AAB � � � � � � �
AAC � � � � � � �
AAD � � � � � �
ABB � � � � � � � � � �
ABC � � � � � � � � � � � � � � � �
ABD � � � � � � � � � � � � � �
ACC � � � � � � � � � �
ACD � � � � � � � � � � � �
ADD � � � � �
BBB � � �
BBC � � � � � � � � � � � � � �
BBD � � � � � � � � � �
BCC � � � � � � � � �
BCD � � � � � � � � � � � � � � � �
BDD � � � � � � �
CCC � � �
CCD � � � � � � � � � �
CDD � � � � � � �
DDD � � �

(α,β ,β ,γ,β ,δ ,δ ,β ,δ ,γ,α,γ,β ,γ,δ ,β ,α,β ,β ,α), (8)

where we have α = 4061/243656, β = 17694/243656, γ = 3195/243656 and
δ = 18270/243656 and we order the states in the same way as in tables 1 and 4.
Notice that there are only four different values in this probability distribution. The
populations which have a given probability under the invariant distribution are as
follows:

Pr( three copies of one individual) = α,

Pr( three different individuals) = δ ,

Pr( two the same, different children) = γ,

Pr( two the same, same children) = β .

The last two categories require a small explanation. For the population {00,00,10},
we notice that no matter which two individuals are chosen as the “parents” for
crossover, the two “children” will just be copies of the two parents. However, for
the population {00,00,11} this is not true; the two parents 00 and 11 produce the
offspring 01 and 10. This simple difference results in different behaviour and thus
different values for their probability under the invariant distribution. This naturally
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leads to the question of how to predict which states will have the same probability
under the invariant measure.

We have that X= {0,1}2 and Ω consists of populations of elements of X. Con-
sider the mapping φ1 : X→ X given by

φ1(00) = 10, φ1(01) = 11, φ1(10) = 00, and φ1(11) = 01. (9)

We denote by Φ1 : Ω → Ω the function which is induced by φ1. It is easy to show
that Φ1 commutes with the crossover, mutation, and selection operations on Ω and
thus, when the fitness values are all constant, ω and Φ1(ω) will have the same
probability under the invariant distribution. There are four functions, φi, similar to φ1
as given in (9) (including the identity, that is), and each of them induces a symmetry
in the resulting Markov chain on populations.

This type of reasoning will work for arbitrarily large X and arbitrarily large pop-
ulation sizes; of course the details will be more complicated and there will be many
more “cases.” That is, anytime we have a bijection Ψ : Ω → Ω which commutes
with crossover, mutation and selection, we get symmetries of the invariant distribu-
tion when the fitness values are constant. If Ψ also preserves the level sets of the
fitness function, then we get symmetries of the invariant distribution in the general
case as well. This idea is helpful if we want to find explicit expressions for the en-
tries of the transition matrix as a function of the fitness values or other parameters
of the GA.

The modified simple-GA has the same pattern as given in (8), except with differ-
ent values for α,β ,γ,δ . This is clear because the functions Φi commute with all the
operators in the modified algorithm. In particular, this means that just the fact that
the operations commute with all the Φi does not specify the invariant distribution
but only the pattern of which values are the same.

The influence of the connection structure on the invariant measure can be seen
even when the objective function is not constant. This structure of the chain has
a secondary influence on the invariant distribution of the chain. For example, for
the modified simple-GA with objective function f (00) = 1, f (01) = 2, f (10) =
3, f (11) = 4, the state {11,11,11} has lower probability under the invariant dis-
tribution than the state {10,11,11} (0.274 versus 0.390). By using the Metropolis-
Hastings idea (section 2.2) we can usually “engineer” the invariant distribution as
desired; however, this usually has strong implications for the hitting times of the re-
sulting chain since the only way to “correct” for the connection structure is to delay
the chain in the current state sufficiently long.

6 Shuffle-Bit GA

We now introduce a completely new genetic algorithm. One for which we can en-
gineer the invariant population distribution as desired, for example, to be the Boltz-
mann distribution. As in Simulated Annealing, we achieve this through the use of an
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acceptance phase (as in the Metropolis-Hastings algorithm). What make it possible
is a kind of symmetry in the proposal scheme; namely, if population j ∈ N(i) then
also i ∈ N( j). Overall, the new GA algorithm is given by

For the proposal process, from the population i at the start of an iteration, we
(1) mutate (flip) one of bits of the combined “gene pool”, and then (2) make a
permutation of the resultiing combined bits.

In more detail. The first operation consists in amalgamating all the bits of the
population into a single array, the gene pool. In length it will be the number of bits
per chromosome times the population size s. Now select 0 or 1 with probability
1/2 each and choose, equally likely, a bit of that type from the gene pool and flip
it. If there are only bits of one type, choose one uniformly at random and flip it.
For the second operation make a uniform permutation of the gene pool, that is a
random shuffle. Now divide it back into individual chromosomes, s in number. This
is the population presented to the acceptance phase of the iteration. The allowable
transitions from this are shown in table 7.

Notice that it does not matter if instead we performed the two operations in the
reverse order; the resulting Markov transition matrix would be identical. Of course
given a specific permutation and a specific bit location to be flipped, the order of the
operations does matter. However, in a probabilistic sense they do not.

Table 7 Allowable transitions for the Shuffle-GA

A A A A A A A A A A B B B B B B C C C D
A A A A B B B C C D B B B C C D C C D D
A B C D B C D C D D B C D C D D C D D D

AAA � �
AAB � � � � �
AAC � � � � �
AAD � � � � � � � �
ABB � � � � � � � �
ABC � � � � � � � �
ABD � � � � � � � �
ACC � � � � � � � �
ACD � � � � � � � �
ADD � � � � � � � �
BBB � � � � � � � �
BBC � � � � � � � �
BBD � � � � � � � �
BCC � � � � � � � �
BCD � � � � � � � �
BDD � � � � �
CCC � � � � � � � �
CCD � � � � � � � �
CDD � � � � �
DDD � �
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For the acceptance phase we use the Metropolis-Hastings algorithm, in particular
equation (4). In order to implement equation (4) we must be able to compute, on
demand, any term gi j of the population proposal scheme. Let z be the number of
zeroes in the gene pool of j. (As a check, z must be either one more or one less than
the number of zeroes in the gene pool of i; otherwise gi j = 0). If n is the size of
the gene pool, then the number of ways of selecting the placement of z zeroes is the
number of combinations

(n
z

)
. Having selected one of these possibilities uniformly

at random, divide up the gene pool back into individual chromosomes. In doing
do there may be several sets of identical chromosomes. Let their sizes be k1, k2,
. . . , km. This is equivalent to identifying the population in type-count format. For a
population consisting of just one type of chromosome then m = 1 and k1 = s. The
chance that this population is the permutation result is 1/

(n
z

)
or

k1!/k1!(n
z

) .

If the population consists all distinct members, then k1 = k2 = · · · = ks = 1. Since
there are s! permuations of this population it follows that the chance it is obtained is

s!(n
z

) .
In between these two extreme cases, and including them, the chance of obtaining a
given population is the multinomial combinations number

(k1 + k2 + · · ·+ km)!/(k1!k2! . . .km!)(n
z

) .

As an example consider a population of size 3, each individual consisting of two
bits. As usual, denote A for 00, B for 01, C for 10 and D for 11. The population
AAD is a neighbor of AAB since the former has one more “1” bit than the latter. The
probability of proposing AAD from AAB is

1
2
×

(2+1)!
2!1!(6

2

) =
1

10
.

6.1 Results

We implemented the shuffle-GA on our test problems with excellent results. In
fig. 7a we show the invariant distribution on the sandia-2bit problem and in fig 7b on
the 3bit problem. The horizontal line on the left is the common probability for every
population that has an A chromosome. (Recall the fitness of a population is the max-
imum of its chromosomes.) There are 10 such population; their common value their
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probability under the invariant distribution is 0.06154. The next series of plateaus is
for the populations that have a D chromosome but no A. This value is 0.04615 for
all 6 of them. For 3 populations that have a C but no A or B the value is 0.03077.
And for the one population BBB the invariant probability is 0.01538. Note the ratios:
Axx/BBB = 0.06154/0.01538 = 4.00,Dxx/BBB= 3.00, Cxx/BBB = 2.00. Thus the
invariant distribution is indeed Boltzmann. In table 8 we show the expected hitting
times for the shuffle-GA.

Fig. 7 a) for the 2-bit problem b) for the 3-bit problem

Table 8 Expected Hitting Time for the Shuffle GA

2-bit 3-bit 4-bit
original sandia 3.1 3.0 3.55
sandia 3 basin 3.0 3.0 3.55

6.2 Estimate of Expected Hitting Time

Suppose that each chromosome contains ` bits and there are s chromosomes in the
population. Then there are m = 2` possible individuals and the “gene pool” has size
r = s`.

Let us say, without loss of generality, that the goal state is all zero bits and let us
calculate the probability that a random permutation of r bits will make the first ` of
them all zeros. (Thus the first chromosome of the population hits the goal.)

For example take ` = 4 so there are 16 possible individuals: 0000 = A,0001 =
B, . . . ,1111 = P, and take s = 2, so the number of populations is(

s+m−1
m−1

)
= 136.

We number the populations as: pop1=AA, pop2 = AB, . . ., pop136 = PP. The gene
pool size is r = 8.
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Letting H be the chance that a permution will result in the first ` specified to be
0, we see that it is a function of how many zero bits there are in the gene pool. Let z
be the number of 0’s and y be the number of 1’s, y = r− z.

If z < ` no permutations will work, and so H(z) = 0 if z < `. If z = `, then only
one permutation will work; in the example 00001111. The number of permutations
of r distinct symbols is r!, but if k of them are the same then the number of distinct
permutations is r!/k!. In our case there are z 0’s and y 1’s, so the number of distinct
permutations is r!/(z!y!) =

(r
z

)
. In particular, H(`) = 1/(`!`!). In the example this

is (24 ·24)/(40320) = 1/70.
In general for z≥ ` we have that H(z) is (r− `)!/(z− `)!y! divided by r!/z!y! or

H(z) =
(r− `)!z!
r!(z− `)!

.

This is seen as follows. The total number of distinct permuations was derived
above. For the numerator we count among their number those having the first ` to
be 0. There are r− ` remaining positions in the permutation and there are z− `
remaining zeroes (and y 1’s), therefore the count is (r− `)!/(z− `)!y!.

If the ` 0’s can be in any of the s chromosomes, then the chance of a hit in any
one of them is bounded from above by sH(z).

6.2.1 Upper bound on the Generation of ` zeroes

As we saw above, there is no chance of hitting the goal chromosome unless there is
the minimal number of the correct bits present. Here we want to find an upperbound
on that happening. Again we assume the correct bits are ` zeroes. In each iteration
of the search, one bit, 0 or 1 equally likely, is flipped except if all bits are 0 then one
is flipped to 1 and if all are 1, then one is flipped to 0.

For the worst case, assume that initially all the bits are 1’s. Let Ez be the expected
number of iterations to reach ` zeros given there are z presently where z < `. If there
are `−1 zeroes, then with one-half chance there will be ` in 1 iteration and with 1/2
chance it will take 1 plus the expectation from `−2 zeroes; so

E`−1 =
1
2

1+
1
2
(1+E`−2) = 1+

1
2

E`−2.

On the other hand, if there are no 0’s, then in 1 iteration there will be one with
certainty; hence

E0 = 1+E1.

In general we have

Ez = 1+
1
2

Ez−1 +
1
2

Ez+1.

The solution system is given by the `× ` matrix
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1 − 1

2 0 0 0 . . . 0 0
− 1

2 1 − 1
2 0 0 . . . 0 0

0 − 1
2 1 − 1

2 0 . . . 0 0
...

. . . . . . . . .
...

...
0 0 0 0 0 . . . −1 1




E`−1
E`−2
E`−3

...
E0

=


1
1
1
...
1

 .

Carrying out elimination on this matrix gives

1 − 1
2 0 0 0 . . . 0 0

0 1 − 2
3 0 0 . . . 0 0

0 0 1 − 3
4 0 . . . 0 0

0 0 0 1 − 4
5 . . . 0 0

...
...

...
. . . . . . . . .

...
0 0 0 0 0 . . . 1 (1− `)/`
0 0 0 0 0 . . . 0 1/`





E`−1
E`−2
E`−3
E`−4

...
E1
E0


=



1
2
3
4
...

`−1
`


.

From this it follows that E0 = `2, E1 = (`− 1)(`+ 1), . . ., Ek = (`− k)(`+ k),
E`−1 = 2`−1.

6.2.2 Expected hitting time from any given starting point

Suppose the algorithm is started having exactly n zeroes. Let En be the expected
hitting time in this event. The probability that in 1 iteration the goal will be found is,
from above, bounded by sH(n). Since we are looking for an upper bound on EHT,
we will just take it to be sH(n). If the goal is not found on the next iteration, then
either there will be n+ 1 zeros or n− 1 for the next step. The former case occurs
with probability 1/2 and in that case, the the expected hitting time is En+1. In the
latter, the expected hitting time is the expected time to return to the case with n zeros
plus the expected hitting time from that state. So

En = sH(n)+1+
1
2

En+1 +
1
2

(
2n−1+En

)
.

When there are n+1 zeros we have

En+1 = 1∗ sH(n+1)+
1
2

En +
1
2

En+2.

If there are fewer than s 1’s, that is z > r− s, then it is necessarily the case that some
chromosome has n zeros and the goal is found. Hence

Er−s−1 = 1+
1
2

Er−s−2 +
1
2
.

This reasoning leads to the system of equations
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1
2 −

1
2 0 0 . . . 0 0

− 1
2 1 − 1

2 0 . . . 0 0

· · · · · · · · ·
...

...
0 0 0 0 . . . − 1

2 1




Er−s−1
Er−s−2

...
En

=


3
2

1
...

1
2 +n+ sH(n)

 .

Solving for En we have

En ≤
r− s−n

r− s−n+1

(
1+2n+ sH(n)+ r− s−n−1+

1
r− s−n

)
.

7 Discussion and future work

There are several conclusions which can be drawn from our study. It is desirable to
have some idea, if possible, of how the invariant distribution distributes the asymp-
totic mass of the process. For a GA, any symmetries of crossover and mutation can
be used to determine structure in the invariant distribution. While one might think
that fitness is the major factor in determining the invariant distribution, the “con-
nection structure” of the GA, which is induced via the genetic operators, is equally
important and might result in unexpected states having high probability under the
limiting distribution. This is particularly evident if one considers a GA with constant
objective function where the invariant distribution is not uniform and favors those
populations with many connections (and also a high probability of remaining in the
same population).

The rate at which the Markov chain converges to stationary behaviour (the in-
variant distribution, if it exists) might be interesting, but at times it can be deceptive
if the stationary behaviour is not the desired behaviour. For this reason, for random
search processes we do not suggest to investigate the mixing time in general. Our
primary focus in this paper was the average expected hitting time (EHT), where we
use the uniform starting distribution to average the hitting times.

Having many connections is desirable, but sometimes having too many connec-
tions is a handicap. This can be seen by comparing the values of EHT in tables 3,
5, and 8 to the connection structures shown in tables 1, 4, and 7. The Shuffle-GA
does a good job on the 2-bit, 3-bit and 4-bit versions of the sandia problem and we
speculate that it is the regular structure of the underlying connection graph which is
largely responsible for this.

Like most work on this topic, our study has raised more questions than we could
possibly answer and only represents another small step towards the resolution of the
overall question of how to match optimization problems with algorithms. Clearly it
would be ideal to extend our analysis to very large versions of the sandia-n problem
and possibly other, more involved deceptive problems. There are no known tech-
niques to estimate EHT for a general objective function, even for our very simple
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models for GAs. Our results indicate that changing the objective function can sig-
nificantly change EHT, but exactly how this relationship works is unknown.
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